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Abstract

What are the natural loss functions or tting criteria for bi nary class probability
estimation? This question has a simple answer: so-called Yper scoring rules”, that
is, functions that score probability estimates in view of dda in a Fisher-consistent
manner. Proper scoring rules comprise most loss functionsucrently in use: log-loss,
squared error loss, boosting loss, and as limiting cases d¢aseighted misclassi cation
losses. Proper scoring rules have a rich structure:

Every proper scoring rules is a mixture (limit of sums) of cog-weighted misclassi -
cation losses. The mixture is speci ed by a weight function r measure) that describes
which misclassi cation cost weights are most emphasized byhe proper scoring rule.

Proper scoring rules permit Fisher scoring and lteratively Reweighted LS algo-
rithms for model tting. The weights are derived from a link f unction and the above
weight function.

Proper scoring rules are in a 1-1 correspondence with inforation measures for
tree-based classi cation.

Proper scoring rules are also in a 1-1 correspondence with Bgman distances that
can be used to derive general approximation bounds for costeighted misclassi cation
errors, as well as generalized bias-variance decompositi®.

We illustrate the use of proper scoring rules with novel crieria for 1) Hand and
Vinciotti's (2003) localized logistic regression and 2) fo interpretable classi cation
trees. We will also discuss connections with exponential ks used in boosting.
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1 Introduction

Consider predictor-response data with a binary responserepresenting the observation of
classesy = 1 and y = 0. Such data are thought of as realizations of a Bernoulli radom
variable Y with = P[Y = 1]. The class 1 probability is interpreted as a function of
predictorsx: = (x). If the predictors are realizations of a random vectoX, then (x)
is the conditional class 1 probability givenx: (x) = P[Y =1jX = x]. Of interest are two
types of problems:

Classi cation: Estimate a region in predictor space in which class 1 is olbged with the
greatest possible majority. This amounts to estimating a iggon of the formf (x) > cg.

Class probability estimation Approximate (x) as well as possible by tting a model
qg(x; ) ( = parameters to be estimated).

Of the two problems, classication is prevalent in machinedarning (\concept learning"
in Al), whereas class probability estimation is prevalentn statistics (usually as logistic
regression). | The classi cation problem is peculiar in that estimation of a class 1 region
is often based on two kinds of criteria:

the primary criterion of interest: misclassi cation lossfate/error. This is an intrinsi-
cally unstable criterion for estimating models, a fact thaimotivates the use of

surrogate criteria for estimation, such as log-loss (logis regression) and exponential
loss (boosting). These are just estimation devices and not grimary interest (see, for
example, Lugosi and Vayatis 2004).

In a sense that can be made precise the surrogate criteria ¢dgsi cation are exactly the
primary criteria of class probability estimation. It seemstherefore that classi cation goes
the detour via class probability estimation. This is a contetious issue on which we will
comment below. | We turn to two standard examples of surrogat criteria:

log@@ 9 ?Y) ylog@ (1 y)log(1 0
(y o7 yd o*+@1 y)q

Log-loss is the negative log-likelihood of the Bernoulli natel. Its expected value, log(q)
(1 )log(l q), is called Kullback-Leibler loss or cross-entropy. The eqlity for squared
error loss holds becausg 2 f 0;1g. Note that its expected value is (1 )%+ (1 ) OF,
not ( 0)2. | Both losses penalize an estimateq of in light of an observationy. They
yield Fisher consistent estimates of in the sense that

Log-loss: L(yid)
Squared error loss :L(yjq)

= argming,o.q Ey L(yjg) ; for y  Bernoulli( ) :

Loss functionsL (yjq) with this property have been known asproper scoring rules . In
subjective probability they are used to judge the quality oprobability forecasts by experts,
whereas here they are used to judge the quality of class prdi#ies estimated by automated



procedures. [Proper scoring rules are Fisher consistentr fdass probability estimation,
whereas Y. Lin's (2002) notion of Fisher consistency appéieto classication. This is a
weaker notion as it only requires \argmig, 0.4 Ey L(yja) ? 0:5"i \  ? 0:5"]

In light of current interest in boosting we indicate how boasng's exponential loss maps
to a proper scoring rule: Friedman, Hastie and Tibshirani (200) observed that estimates
produced by boosting can be mapped to class probability estates with a certain link
function. This link function can be used to transport exponetial loss to the probability
scale where it turns into a proper scoring rule as follows @&ection 4):

. 1 q 1=2 q 1=2
Lyjjg =y ——  +1Q vy) —
q 1 q
We will refer to this novel proper scoring rule ashoosting loss ".

Proper scoring rules have a simple structure in terms of antegral representation due
to Shuford, Albert and Massengill (1966), Savage (1971), @nn its most general form by
Schervish (1989). We give this representation an interpration that lends it new meaning.
One way to introduce this matter is in geometric terms: propescoring rules form a non-
negative convex cone that is closed if one includes what wdldaon-strict" proper scoring
rules. It is then natural to expect that the cone elements havintegral representations in
terms of extremal elements. It turns out that the extremal e#dments are exactly the cost-
weighted misclassi cation errors:

LC(qu) = y(l C) 1[1 g 1 ¢ + (1 y)C 1[q>c];

where w.l.0.g. we chose the costs 1 ¢ 2 [0;1] to sum to one. The conjunction y =
0 & q > c¢" describes \false positives"andy =1 & q c"\false negatives", and the values
and 1 c are the respective costs. The Shuford-Albert-Massengi&&ge-Schervish theorem
is then nothing other than a Choquet-type integral represeation of proper scoring rules in
terms of extremal elements:
z 1

L(yj9) = . Lc(yjo) ! (do) :
This representation characterizes proper scoring rules tarms of measured (dc). If ! (dc)
is absolutely continuous w.r.t. Lebesgue measure, we wriby abuse of notation! (dc) =
I (c)dc. The weight function! () is fundamental to theory, methodology, and algorithms:

Algorithms : A unifying feature of proper scoring rules is that they canlabe mini-
mized with Fisher scoring and Iteratively Reweighted Leas$quares (IRLS) algorithms.
The IRLS weights derive directly from the weight function! () (Section 9).

Methodology : The wealth of loss functions granted by the integral represtation
can be used for tailoring losses to speci c classi cation pblems with cut-o s other
than 1/2 of (x). Such tailoring is achieved by designing suitable weightifictions! ()
(Section 12). Because the integral representation carrieser to information measures,
tailoring can also be applied to classi cation trees.
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Theory : The integral representation, when carried over to Bregmadistances (Sec-
tion 19-22), lends itself to the derivation of bounds on cosweighted misclassi ca-
tion losses in terms of! (), thereby generalizing approximation theorems such as
Zhang's (2004) and Bartlett et al.'s (2003; 2004 p. 87) to astation with arbitrary
proper scoring rules and classi cation with arbitrary costweights c.

An immediate bene t of the weight functions is their interpretability: Locations where! (c)
puts most mass...

...correspond to the cuto s c for which the estimated class probabilities attempt the
most accurate classi cation, that is, the most accurate eshation of f (x) > cg;

...determine the observations that get the most weight in t& minimization of the
proper scoring rule. This can be seen from the IRLS iteratienin which observations
are upweighted when (g) is large.

For example, from the form of the weight function for log-los which is! () = (q(1 q)) 1,
one infers immediately a heavy reliance on extreme probabjlestimates. This has indeed
been an issue in logistic regression; see Hand and Vincid®003) for a detailed discussion.
Surprisingly boosting loss is even more lopsided than logsk in its reliance on extreme
probability estimates: ! (q) = (g(1 ) 332. If boosting loss looks more problematic than
log-loss, why would boosting be so successful in practiceheTanswer is most likely that
boosting is successful not because but in spite of its lossétion. The loss function is benign
if used for classi cation based on non-parametric modelsgan boosting), but boosting loss
is certainly not more successful than log-loss if used fortihg linear models as in linear
logistic regression.

What guidance can one give for choosing proper scoring ri2eOne can follow Hand
and Vinciotti's (2003) lead and choose weight functions () that concentrate mass around
the classi cation threshold ¢ of interest. Hand and Vinciotti (2003) achieved this e ect
by modifying the IRLS algorithm and upweighting observatios with estimatesq near the
threshold c. This, however, is nothing other than minimizing a proper swring rule whose
weight function ! () concentrates mass around the threshold Adapting loss functions in this
way will be called \tailoring the proper scoring rule to the classi cation thre shold
c'. We will illustrate successful tailoring with Hand and Vinciotti's (2003) arti cial data
example and with a well-known real dataset (Section 14).

Tailoring proper scoring rules should be most e ective for odels that are likely to have
substantial bias for class probability estimation, such aBnhear models, while more exible
nonparametric models are less likely to gain. Among the lat are boosting approaches that
rely on very exible function classes such as sums of shalldvees. Although the present
work was motivated by boosting, the main bene t of tailored poper scoring rules may be
not so much in boosting as in classical linear models, but alén tree-based classi cation as
we indicate next.

Most well-known tree algorithms rely on one of two splittingcriteria: entropy or the
Gini index. These criteria derive directly from proper scong rules (Section 17): entropy
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from log-loss, and the Gini index from squared error loss. liact, every proper scoring rule
de nes an information measure that can be used as a splittingriterion, hence tailoring can
be applied to tree-growing as well. Trees, however, form aghily exible class of ts, so one
would expect little bene t from tailoring the criterion. Yet, tailoring for trees turns out to
be useful when focusing one-sidedly on extreme probabéi, for example those near one. To
this end one can design proper scoring rules that put progsegely more weight on larger and
larger probabilities. This produces unusually interprethle trees that layer the data in highly
unbalanced, cascading trees. This form of trees was propdd®/ Buja and Lee (2001), but
the splitting criteria used there were heuristic and did notlerive from information measures.

Finally a word on the relation of this work to boosting: Althaugh motivated by Friedman,
Hastie and Tibshirani's (2000) interpretation of boosting the present analysis is of greater
use for techniques other than boosting. One of our contribians to boosting consists of
showing that IRLS can be tweaked for tting stagewise additie models with arbitrary proper
scoring rules. For those interested in the original inter@tation of boosting as reweighting,
we observe that IRLS schemes often produce weights that deyleon the response values
Yn only through the estimated class-1 probabilitieg|(x,), not the y,'s directly. This is the
case when IRLS is used to implement Fisher scoring as opposedNewton steps, and even
for Newton steps if the link function iscanonical with regard to the weight function ! (g).
The notion of \canonical" is the same as in generalized lineanodels but it applies to all
proper scoring rules. Unlike logistic loss, exponentialds does not decompose into a pair of
canonical link and weight functions.

There has been recent theory in the context of boosting that ay not directly explain
why boosting is successful but may nevertheless have ment ibs own terms (for example,
Bartlett et al. 2003, and the \Three Papers on Boosting": Jiag; Lugosi and Vayatis; Zhang;
2004). As Bartlett et al. (2004, p. 86f) note, a common rst sp of such theories consists of
\comparison theorems" that bound the excess misclassi catn risk by the excess surrogate
risk, where \excess" refers to excess over the best achieieabsk at the population. To date
such bounds have been derived individually for special ckes of surrogate loss functions and
unweighted misclassi cation losses. We contribute to thestheories by deriving bounds for
arbitrary cost-weighted misclassi cation losse terms of surrogate losses that ararbitrary
proper scoring rules The only case we do not cover is hinge loss used in support teec
machines because it is related to absolute deviation lokgyj ) = jy j which is not a
proper scoring rule. Thus SVMs seem to be the only case thauty bypasses estimation of
class probabilities and directly aims at classi cation (se Freund and Schapire (2004, p. 114)
along similar lines). Our contribution, however, is not abot the pros and cons of class
probability estimation but about its structural connection with cost-weighted classi cation.

Acknowledgments : We thank J.H. Friedman, D. Madigan, D. Mease and A.J. Wyner
for discussions that resulted in several clari cations, ahJ. Berger and L. Brown for pointing
us to the literature on proper scoring rules. We owe a specidébt to two articles: Friedman,
Hastie and Tibshirani (2000) and Hand and Vinciotti (2003).In what follows we refer to
these articles a=HT (2000) and HV (2003) , respectively.



2 De nition of proper scoring rules

Given predictor-response datax,; y,) with binary responsey, 2 f 0; 1g, we are interested in
tting a model q(x) for the conditional class 1 probabilities (x) = P[Y = 1jx]. (For now it

is immaterial whether the model is parametric or nonparamet, which is why we write g(x)

without unknown parameters.) This problem would be approdwed by most statisticians
with maximum likelihood with regard to the conditional Bernoulli model, but there exist
many other possibilities, and their exploration is the purpse of this article.

We assume the moded|(x) takes on values in [Q1] for estimating (x). The model is to
be tted to the values 0 and 1 of the responsg by minimizing a loss function which we take
to be the sample average of losses of individual observaton

)(\I -
L(a)) = L(YnjGh) : (1)

n=1

Assumingq() varies in a su ciently rich function class, and in view of the standard popula-
tion identity

EL@0) = Exiy L(Yjq(X)) = Ex Eyjx L(Yjda(X)) ;

minimization of L creates Fisher consistent estimatagx) of (x) if Fisher consistency holds
pointwise:

argmingo.q; Ev Bemouwii ()L(YjQ) = ; 8 2[01] (2)

Fisher consistency is the condition that underlies everythg that follows; it will be shown
to be the de ning property of \proper scoring rules".

We next re-express condition (2) by making use of Bernoullelated simpli cations. Be-
causeY takes on only two values,L(yjq) consists of only two functions ofg: L(1jq) and
L (0jq), which we call \partial losses". We anticipateL (0jq) as increasing inq because val-
ues ofq closer toy = 0 are a better t, and similarly we anticipate L (1jg) as a decreasing
function of g. Because we prefer to express both in terms of increasing ¢tions, we de ne

L.(1 a)=L@Aja); Lo(@= L(Oj9) : 3)

The pointwise empirical loss for the responsg and the estimateq can now be written as

Lyl = yLi1 a+(@ y)Lo(9) ;

and the pointwise expected loss or risk as

R(jg = EvL(Yjg) = L1 g+ )Lo(9): 4)
Requirement (2) for Fisher consistency becomes

argming R( jo) =
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Figure 1: Depiction of two proper scoring rules. The curves represesections of expected
loss,q 7! R( jg) for a few xed values of . By the de nition of proper scoring rules the
minimizing value g for given is q=

Left: log-loss or Beta loss with = =0; see Section 11. This loss is symmetric about 0.5.
Right: Beta loss with =1; = 3. This loss is not symmetric about 0.5. It is tailored for
classi cation with misclassi cation costc = = 0:25 (see Section 12).

+

This condition is known in the literature on subjective prolability and probability forecasting
from which we adopt the following de nitions:

De nition:  If the expected losR( jg) is minimized w.rt. qbyg= 8 2 (0;1), we call
the loss function a \proper scoring rule". If moreover the miimum is unique, we call it a
\strict" proper scoring rule, otherwise \non-strict".

For a visual illustration of proper scoring rules, see Figerl. The peculiar expression
\proper scoring rule" stems from a large literature on subjgive probability, economics,
forecasting, and meteorology. See the following refereacand citations therein: Shuford,
Albert and Massengill (1966), Savage (1971), DeGroot anddfiberg (1983), Murphy and
Daan (1985), Schervish (1989), Winkler (1993). In subjest probability proper scoring rules
are economic incentive systems that elicit a subject's truselief with regard to a probability .
In probability forecasting proper scoring rules are used agores for measuring the quality
of predictions such as \the chance of rain tomorrow is 60%".nlthe present article, proper
scoring rules are used as loss functions for tting models tmnary response data.

Proper scoring rules have obvious extensions to arbitraryagistical models. In the foun-
dations of Bayes theory they are utilities that are de ned orprobability distributions and
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whose optimization results in \honest" inference reportig policies. See for example Bernardo
and Smith (2000, Def. 2.21 and 3.16). For more background antbdern uses of proper scor-
ing rules the reader should consult a wide-ranging discussiby Gneiting and Raftery (2004).

3 Commonly used proper scoring rules

For most loss functions the partial lossek;(1 @) and Lo(qg) are smooth, hence the proper
scoring rule property implies the stationarity condition

0 = @@% R(jO = LoL )+@  )LY():
that is,
Lo )=@ L) (5)

which is what one uses to check the property in the rst two exaples below.

The most common proper scoring rule in statistics ikg-loss with the following asso-
ciated tting criterion, partial losses and expected loss:

1 X
L)) = § [ wlog(@d) (1 yn)logl )l
n=1
Li(1 dg= log(@; Lo(@= log(l 0 ;
R(ja) = log(@ (1 )log(l Q) ;

whereq, = (bTx,)and () is the logistic link. Log-loss is sometimes called Kulllzk-
Leibler loss or the cross-entropy term of the Kullback-Lelber divergence.

Another common proper scoring rule isquared error loss

1 X 2 2 .

L@)) = yn(l )"+ (@ w)ag
n=1

Lil =@ g*; Lo(@=¢;
R(j) = (1 o+ )of:
The tting criterion L(q()) in this case is just the residual sum of squares with bingr
response values. In the literature on proper scoring rulesquared error loss is known
as Brier score (Brier 1950). [Squared error loss is usuallgad with the identity link
function which often leads to estimatesj outside of [Q 1]. It would be more meaningful
to use here, too, a non-trivial link function such as the logtic.]

A third example is misclassi cation loss

1 X
L)) = Yl o557 (1 Yn)lgsos

N
n=1
Li(1 9 =1 o5; Lo(d=1gs05;
R(JjO) = 1go5+(1  )lgsos:
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While the previous two examples are strict proper scoring heis, misclassi cation loss
is non-strict. The de nition requires some convention foilg = 0:5, but the particular
choice is irrelevant for most purposes.

4 A proper scoring rule derived from exponential loss

We derive a new type of proper scoring rule that is implicit irboosting. As this is not the
place to discuss the motivations and details of boosting, wefer the reader to FHT (2000)
for an introduction that is accessible to statisticians. Tl one detail we need here is that
boosting can be interpreted as minimization of so-called ¥ponential loss", de ned as

1 X

R
N e P = S e Py ) (6)

n=1 n=1

whereF (x) is not a prediction of the conditional class probability (x), but of a transforma-
tion thereof, just as logistic regression predicts the lagand not the class probability directly.
Classi cation is performed by predicting class 1 wheifr (x) > 0 and class O otherwise. In
analogy to the terminology of Section 2, we de ne the pointwse observed loss as

ye F+(1 y)€
and the pointwise expected loss as
e F+@1 e (7)

The F-values are unconstrained on the real line and, as mentionecannot be interpreted
as probabilities. However, FHT (2000, p. 345f) have in e ecshown that the following
transformation mapsF -values to Fisher-consistent estimates of probabilities:.

1 -
1 + e 2F
The reason is that, for given , the minimizer of the expected exponential loss (7) is halhe
logit of

q:

1
Froin (1) = §|091— . (8)
Using F(q) = % Iogliq as a link function, it is now natural to map the exponential I@s to

the probability scale, a step not taken by FHT (2000). Substuiting F(q) in the expected
exponential loss (7) results in

. 1 q 1=2 q 1=2
R = — +(1 — ;
(ia ] C )
which by construction is a proper scoring rule: IF = Fp,y () is the minimizer of (7) with
regard toF, then g= is the minimizer of R( jq) with regard to g. We will therefore refer

to the proper scoring rule de ned by

1=2 1=2
1

L.(1 o= 9 and Lo(q) = 1—qq



as \boosting loss". Together with log-loss, squared erroos$s, and misclassi cation loss, this
will be one of the standard examples in what follows.

5 Counterexamples of proper scoring rules

Wald's decision theory has a notion of loss function whose purpose is to relate eséitas
(more generally: decisionsjo true parameter values Therefore,jq | is a valid loss function
in the sense of Wald, with being the unknown true parameter andj the estimate (decision).
Observed lossek (yjq), however, are estimation devices whose purpose is to relastimates
g to observationsy. The only connection is that expected losseR( jg)= L (1 g +(1

)Lo(q) form a proper subset of Wald loss functions, namely thosedhare anein . Hence
the Wald loss functionjq  j is not an expected loss because it is not a ne in.

Absolute deviation , L(yjg) = jy ¢ qualies as an observed loss but it is not a proper
scoring rule. It is identical to L(yjg) = y(1 g +( y)q becausey 2 f0;1g. The
corresponding expected lossitjqg jbut R( jgg= (1 g+(1 ) g. Yet thisis not a
proper scoring rule becausB ( jg) is minimized byq=1for > 1=2andq=0 for < 1=2
and arbitrary q 2 [0;1] for = 1=2. Absolute deviation loss must therefore be considered
as a classi cation loss: it provides Fisher consistent estates of the majority class, not the
class probability. It is similar to misclassi cation loss & Section 3 in that both have Bayes
risk as minimum expected loss:

mqinR(jq): min( ;1 ):

Yet absolute deviation and misclassi cation loss are disict in that the latter is indi erent to
the value ofqg as long as it is on the same side oF2 as . Misclassi cation loss is a proper
scoring rule because it is minimized, although not uniquelpy the true class probability
g= , whereas absolute deviation is not. | Absolute deviation Iass underlies classi cation
with support vector machines; see for example Zhang (2004).

Power losses are generalizations of absolute deviation loss:

Lyig) = jy d" = y@d o'+ y)d,;
L1 9g=@@ 9"; Lo = d;
R(jo) = (1 o'+@ )d

for positive exponentr. For the rst identiy one makes again use ofy 2 f0;1g. The
stationarity condition (5) for a proper scoring rule specibzes to

I‘(l q)r2:rqr2;

which is violated for all choices of exceptr = 2. Hence in the power family only squared
error is a proper scoring rule.



Power divergences of Cressie and Read (1984), specialized to the two class case:
n # n #!

2 1
(+1) g ) T

These quantities are meant as goodness-of- t criteria fongirical probabilities and 1
visa-vis hypothetical probabilities g and 1 q. This type of power divergences does not
result in proper scoring rules because they are not ane in and cannot be made a ne,
unlike the very di erent power divergences proposed by Bastarris, Hjort and Jones (1998)
(see Section 19).

R( jg) =

6 The structure of proper scoring rules

We treat the simple case of smooth proper scoring rules rstna generalize subsequently.
The following proposition, in a slightly di erent form, goes back to Shuford, Albert and
Massengill (1966).

Proposition: AssumelL3(1 q) and Lo(q) are di erentiable. They form a proper scoring
rule i they satisfy

L2 @ = !'(@@ 9; Lo@ = '(da; (9)
R
for some weight function! (g) 0 on (0;1) that satis es b ()dt< 18 > 0. The

proper scoring rule is stricti ! (g) > 0 almost everywhere orf0; 1).

The proof follows by writing the stationarity condition (5), @=@g R( jg) =0, as

Lo ) _ L8O (10

T ) ’

and de ning this to be ! ( ). An elementary calculation shows:

@, . . _ .
@53(1(1)—((1 )1 (9 ; (11)

which proves that the local minimum is unique and global wheh(g) > 0 in a neighborhood
of . A few remarks:

Assuming more smoothness one obtains:
@ . _
—j= R = | : 12
@q" (ja) () (12)

Together with stationarity @@qu R( jg) =0, one arrives at the following second order
approximation:

R(jO  R(j)*+ 5 () ) (13
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The weight function ! (g) does not need to be globally integrable on (@), which is
the same as saying that. o and L; can be unbounded near O and 1.

L, andLy are bounded below i Olt (2 t)!(t)dt< 1 , which limits power tail weights
ofl (t)tot and (1 t) with > 2.

AssumingL; and Ly bounded below and hence w.l.0.g. normalized t0,(0) = L(0) =
0, the proposition yields the following integral represeation:

Z, Z,
L1 g = (@ t!I@®dt; Lo(@ =  t!()dt: (14)

q 0

A larger universe of proper scoring rules can be charactexd by the following construc-
tion which is a subset of a more general theorem by Schervist989, Theorem 4.2).

Theorem 1: Let! (dt) be a positive measure o(0; 1) that is nite on intervals (; 1 )
8 > 0. Then the following de nes a proper scoring rule:
z f1 Z q
L.(1 o = (1 i) ; Lo(a = t!(dp) : (15)

q fo

The proper scoring rule is strict i ! (dt) has non-zero mass on every open interval (f; 1).

Theorem 4.2 of Schervish (1989) has an \only if" part which siws that essentially ev-
ery proper scoring rule has an integral representation. Th®rmulation of the theorem is
intentionally kept informal. Here are a few details to be Ied in:

When the measure (dt) has point masses one needs a convention for integration iis
For example, excluding the upper limit and including the lowr limit makesL;(1 Q)
and Lo(q) left-continuous, while the reverse convention makes thenght-continuous.
Averaging these two conventions produces further conveatis. The convention is
irrelevant as long as it is applied consistently.

The xed integration limits, fo andf,, are somewhat arbitrary because of the fact that
if L1(1 q); Lo(g) form a proper scoring rule, so dd.1(1 q)+ Cy; Lo(g) + Co for all
constantsC; and Cy, and these proper scoring rules are all equivalent.

Ungler certain conditions, however, there are restrictionsn fo and f;: we needf; < 1
if 11 @ ol@d)=1, an& consequentlyL;(1 @) is unbounded below neaqg = 1.
Similarly we needf, > 0if t! (dt) = 1 , which makesLo(d) unbounded below near
o} EO. R

f ot (dt)=1,thenL (1 q)isunbounded above near 0, and similarly ifl1 I (dt) =
1 , then Lo(Q) is unbounded above near 1.

While two important proper scoring rules are unbounded abay log-loss and boosting
loss, we don't know of any propoigls that are unbounded belowlhus all common
proper scoring rules seem to satlsfyO t((1 t)(d)<1.
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t®h (1-t) 1-h

t® (1-h)t

t

Figure 2: Illustration for the proof of Theorem 1. The union of shadedreas represents the
integrand in Equation (17). It is the lowest forqg=  when the lightly shaded area vanishes.

R
As in the continuous case, if Olt(l t)! (dt) < 1 , then bothL;(1 q) and Ly(q) are
bounded below and can be normalized tb;(0) = L(0) = 0 so that

Z, Z,
L.(1 q = (1 tr(dt); Lo(@ = tl(dt) : (16)

q 0

The proof of Theorems 1 is very short, but to avoid notational di cultie s we only give it
under the assumption Olt(l t)! (dt) < 1 so that we can choosé; =1 and fo = 0. We
also use the left-continuous convention for the integrals:

z

R(ja) = Lail 9+@ )Lo(a = 1 Ol g+ @ )tlg ! (dD) (17)

The integrand on the right hand side is depicted in Figure 2 asfunction oft. Itis immediate
that g= isaminimum. The minimum is unique i the openintervals (; + )and( ; )
have non-zero mass for all> 0. | The following is a direct consequence of Figure 2:

Corollary:  Any proper scoring ruleg 7! R( jg) is non-ascending to the left of and non-
descending to the right of . If ! (dt) puts non-zero mass on all open intervals, then the
function is strictly descending/ascending to the left/ript of , and q = is the unique
minimum for all

From the above follows that there exists a wealth of proper sang rules. Here are the
standard examples with their weight functiond (t) or measured (dt), respectively:

12



Boosting loss:

a 1
O @ g (1)
Log-loss: L
@= g (19)
Squared error loss:
(=1 (20)
Misclassi cation loss:
I'(dg) =2 %(dq) (22)

In the last example, 1 denotes a point mass a%.

7 Proper scoring rules are mixtures of cost-weighted
misclassi cation losses

The goal of this section is to interpret Theorem 1 as an integl representation of proper

scoring rules in terms of cost-weighted misclassi catiom$ses. Assume that the two types of
misclassi cation entail di ering costs (e.g., the cost of diling to detect a disease versus the
cost of falsely detecting a disease). W.l.0.g. we can assutine sum of costs to add to 1 and

the costs of correct classi cation to be zero. The two misciai cation costs are therefore

Co = C: the cost of a false positive, that is, of misclassi cationfoy = 0 as class 1. Its
expected costis: cP[Y =0]=c(1 ).

ct =1 c: the cost of a false negative, that is, of misclassi cationfoy = 1 as class 0.
Its expected costis: (1 ¢ P[Y =1]=(1 ©

The optimal classi cation is therefore class 1i (1 ¢ (1 )c, thatis, c. This
shows that cost-weighted classi cation with coste and 1 cis equivalent to \quantile clas-
si cation" at the c-quantile. Standard classi cation is median classi catio or, equivalently,

cost-weighted classi cation with equal coste=1 c= 3.

In the absence of knowledge of but availability of an estimate g, we classify as class 1
whenq ¢ The cost-weighted misclassi cation losses (empirical,aptial and pointwise
expected) can be written as follows:

. 1 X
Lo( ja) = N Yn(l © Lg, g + (1 Yn)C g (22)
n=1
L @ = 1T © g qg; Loe(d) = € Lygsc) (23)
Re( ja) = 1 o L9+ (@1 )€ ligsc) (24)

13



There is arbitrariness atq = c, but the choice is immaterial. We restate Theorem 1:

R
Theorem 1" |If Olt(l t)! (dt) < 1 , the proper scoring rules of Theorem 1 are mixtures
of cost-weighted misclassi cation losses with(dc) as the mixing measure:

z 1
L(ja0) = Lc( jq0) ! (do) (25)
Zol VA 1
L.l o = , Lic(l gl (dg;  Lo(q = . Loc(a)! (d9) ; (26)
YA 1
R(jg = . Re( jg)! (do : (27)

The proof is immediate by substituting the de nitions (23) in the right hand sides of
(26) to arrive at the right hand sides of (16). The rest is usig the de nitions (4) and (1).
| Some practical implications of the theorem are as follows:

Interpretation of proper scoring rules: The in nite mass placed near zero and
one by the weight functions (18) and (19) of boosting loss anaf log-loss indicates
an emphasis on getting classi cation right for extreme misassi cation costs of both
classes. We will see below (Section 14) that this eagernessperform well on both
ends of the cost axis can lead to situations in which classation performance is low
on both ends.

Robustness to misspeci ed costs:  In practice one can often argue that misclassi -
cation costs are not known precisely. The relative indetenmacy of costs suggests that
classi cation results should be insensitive to small chaeg inc or, more precisely, it
should be accurate across a range of indeterminacy ®f It would then seem natural
not to seek optimality for a single misclassi cation loss bufor an average of misclassi-
cation losses, that is, for a proper scoring rule. The progescoring rule should localize
by peaking its weight function! (q) at costs in the range of interest.

Class probability estimation versus classi cation: The mixture representation
of proper scoring rules gives simple evidence that classtoon is easier than class prob-
ability estimation when the model is biased. While (x) may not be well-approximated
by the model g(x), it may still be possible for each cost to approximate f (x) > cg
well with fg(x) > cg, but eachc requiring a separate model tq(:). This is expressed
by the following simple inequality:

Z

min L, (q()) minL¢(q()) ! (do) ;
a0 a0

R
whereL, ()= L¢(! (do.

14



8 Proper scoring rules = negative quasi-likelihoods

Identity (11) can be used to show that smooth proper scoringites are exactly the (negative)
guasi-likelihoods for binary observationyg. To this end re-write this identity for observations
y instead of probabilities as follows:

@ i :
@lq(yJQ) = y 9'!'@: (28)

By comparison, the de nition of quasi-likelihood€Q(yjq) as found, for example, in McCullagh
and Nelder (1989, Section 9.2.2), with proper translationfaotation, reads as follows:

COE
@ qQ(YJOI) V(9
Thus the two equations are structurally identical with the bllowing correspondences:
1
L = ; ! =
Q @= g

The main purpose of quasi-likelihoods is e cient estimatia in the presence of over- or
under-dispersion. This can be achieved by specifying a \amnce functionV (g) that deviates
from the variance of the exponential model at hand, here thedéBnoulli model with V(q) =
g(1 qg). Because over/under-dispersion is not meaningful in unguped Bernoulli data, the
interpretation of proper scoring rules as quasi-likelihats is therefore only a mathematical
and structural observation, not a substantive one. Yet thex is an intuitive aspect to the
interpretation in that it indicates what \precision" a prop er scoring rule implicitly assigns a
Bernoulli observationy with P[y = 1] = g. The three standard examples have the following
implied variance functions:

Boosting loss: Vooost(@) = [a  )]%?
Log-loss: Vig(@ = a1
Squared error loss: Vsqu(@) = 1

Thus one could say that boosting loss considers extreme ots¢ions with g near 0 and 1 as
more precise than the Bernoulli model, whereas squared artoss considers them as much
less reliable. Overall, though, the concern with variancend e ciency in the quasi-likelihood
interpretation can be misguided because the real problemtWiungrouped Bernoulli data is
bias from misspeci cation of models.

9 Fitting linear models with proper scoring rules

We describe tting linear models with Newton iterations andFisher scoring and their imple-
mentation as lteratively Reweighted Least Squares (IRLS)Igorithms. Assuming an inverse
link function q(F) and a linear modelF (x) = xTb, the goodness-of- t criterion associated
with a proper scoring rule is:

X

L(b) = Ni YaLi(l a(xib))+(1  yn)Lo(a(xqb)) : (29)

n=1:N
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Newton updates have the form

brew = boa  @L(b) ‘(@L(b)) :

The equivalent IRLS form of these updates is as solutions t@mal equations with a suitable
design matrix X , a diagonal weight matrixW, and response vectoz, the latter two changing
from update to update:

1

Drew = bog+ XTWX XTWz

We write the IRLS update in an incremental form whereas in théorm usually shown in the
literature one arti cally absorbs byyqg in the current responsez. The incremental form leds
itself more directly to boosting-like stagewise tting (Setion 10). Abbreviating

th=axpb); o) = fx b) ;

we have@q, = € x,. Making use of the proposition of Section 6 the ingredientsif Newton
updates become

X

@a® = & Oh W)@ Exn; (30)
n=1:N
X

@Liv) = L@ G WG ET xox] (31)
n=1:N

Equating X TWX = @L(b) and X "Wz = @L (b), the current weights W = diag(w,) and
current responsex = ( z,) for IRLS are:

L) (Y ) (a) L1 (32)
(Yo h)! (o) R=wp : (33)

Whn

Zn

The weightsw, can be negative when the losls(yjq(F)) is not strictly convex as a function
of F. | For Fisher scoring one replaces the Hessiar@L (b) with its expectation, assuming
the current estimates of the conditional probabilities of lte classes to be the true ones:
PIY =1jX = X,] = ¢,. This implies Ey, (y» &) = 0, hence the weights and the current
response simplify as follows:

(o) o) ; (34)
(Yn )= : (35)

In general the response valuag, a ect the Newton weights (32) directly, but the Fisher scor-
ing weights (34) depend on the responses only through the oemt class probability estimates
¢,. This contrasts with a commonly held intuition about why boting works: observations
should be up- or down-weighted according to whether they haween misclassi ed in the
previous update. No such thing seems to be necessary for acassful iterative reweighting
scheme. Below (Section 16) we indicate that even Newton sgedo not directly depend on
the response value for certain \canonical” pairings of linkunction and proper scoring rule.

Wh
Zn
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10 Boosting as stagewise tting of additive models with
proper scoring rules

In FHT's (2000) interpretation, boosting is a form of stagewse forward regression for building
a possibly very large additive model. While Freund and Schap conceived boosting as a
weighted majority vote among a collection of weak learner§HT see it as the thresholding

of a linear combination of basis functions, in other words,f@an additive model. We adopt

FHT's view of boosting and adapt the IRLS iterations to stageise forward additive tting.

For additive modeling one needs a sdt of admitted basis functionsf (x). For Real
AdaBoost, F is a constrained set of trees such as stumps (trees of depthepnand for
Discrete AdaBoostF is the set of indicator functions obtained by thresholdingrees. These
examples explain whyF is not assumeg to form a linear space. An additive model is aadar
combination of elements of: F(x) = | bf(x).

Stagewise tting is the successive @pquisition of term$ X) 2 F given that terms
f@O; i £ D foramodel FK V=" . bf® have already been acquired. In
what follows we write Foq for F(K D f for f &) bfor b, and nally Fpew = Foq + bf.

Given a training sample f (Xn; Yn)Gn=1-n, the empirical loss is

X
L(Foa+ bf) = o L0 o Foulxa) + bI(x0)))

n=1:N
A stage in stagewise tting amounts to nding
(f; b) = argmin; . por L(Fog + bf):

Often, as whenF is a set of trees (real AdaBoost), the stepsidgs absorbed inf , but when F

is an indicator functions (discrete AdaBoost)b has to be found separately. Friedman (2001
suggested thatb should not be optimized; instead, it should be chosen smab form what
he calls a \slow learner". Slow learning is generally bene decause it avoids greediness, in
particular in the rst stages of tting, when the stagewise @timal choice ofbintroduces too
much of the initial basis functions into the model.

In detail, stagewise tting proceeds by producing a new ternf , a stepsizeb (if desired),
and an updateF,., = Fqq+ bf based on the current IRLS weightawv,, estimated class 1
probabilities ¢,, and current responseg,. Using the abbreviationsF, = Fqq4(Xn), ¢h =
q(Fn), and € = q(F,), these are for a Newton step:

wo = L@ o G Ya) L
Zo = (Vo G)! (%) P=wh ;

and for a Fisher scoring step:

wWo = L)z = (Yn G) =

The latter specializes to LogitBoost for log-loss (FHT 20Q0 In practice, f is the result of
some heuristic search procedure such as a greedily growreta an indicator function of a
thresholded tree.
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11 The Beta family of proper scoring rules

We introduce a continuous 2-parameter family of scoring res that is su ciently rich to
encompass most commonly used losses, including boostings|dog-loss, squared error loss,
and misclassi cation loss in the limit. It will later serve us to \tailor" the weight function

I (g) to the desired cost for cost-weighted classi cation. Theaimily is modeled after the
Beta densities, but we permit weight functions that are notntegrable and hence cannot be
normalized to densities:

'@ =9 'Q 9 * (36)
L1 o =9q ‘1 9 Lo(@ = q@ o *

The partial lossesL; and L, are bounded belowi ; > 1. As the following list suggests,

the lowest values ever proposed (at least implicitly) are = = i

1. ;
5. Boosting loss

=0: Log-loss

= 2 A new type of loss, intermediate between log-loss and sqedrerror loss,
Li(1 g =arcsin(@  @2) (a d)7; Lo(d) = arcsin(q?) (ol )= :

=1: Squared error loss

=2: A new loss closer to misclassi cation than squared errdoss,

L 9= 30 @ 20 9% Ll@= 5@ o

11 : Misclassi cation loss

Values of and that are integer multiples of% permit closed formulas forlL; and L. For
other values one needs a numeric implementation of the incptate Beta function. | Weight
functions and partial losses for several symmetric choice6 = are depicted in Figure 3.

12 Tailoring proper scoring rules for cost-weighted mis-
classi cation

We introduce \tailoring" of strict proper scoring rules to cost-weighted classi cation. Recall
that cost-weighted misclassi cation loss with cost and 1 ¢ for false positives and false
negatives, respectively, is given by

L(dt) = ((db) :
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Figure 3: Loss functionsLq(g) and weight functions! (g) for various values of =
exponential loss ( = %), log-loss ( = 0), squared error loss ( = 1), misclassi cation
loss ( = 1 ). These are scaled to pass through 1 gt= 0:5. Also shown are =2, 20 and
100 scaled to show convergence to the step function and thimtpmass, respectively.

These losses are unsuitable for estimation and call for sagate loss functions in the form of
a strict proper scoring rule such as boosting loss or log-$osThese two choices, however, may
be going too far by placing extreme weight on costsnear 0 and 1. More plausible choices
can be found in the Beta family of strict proper scoring rulesvhich smoothly interpolates
the extremes of log-loss or boosting loss on the one hand amdteweighted misclassi cation
losses on the other hand, and which therefore o ers choicdsat are closer to the latter than
the former. To this end we note that the densities ( > 0)

1
I . = 1 1 1
- @= g9 ' 9
converge weakly td (dg) = (dg) when
c
A bjectto — = ——; ivalenty —— = c:
; ; subject to 1 ¢ or equivalently  —- c
This follows because the mean and variance of the Beta digtution are
_ _ 2 _ _ ol o |
=——=c and S v A+ 1)+ +1 (37)
sothat 2! Oas; 'l . In a limiting sense, the ratio of the exponents,= , acts as

a cost ratio for the classes. | In Section 19 we will need for tleoretical purposes a slightly
di erent tailoring convention, using the mode instead of tle mean:

a 1

ar b 2 : (38)

C = Onode =

19



In the limit for large a and b this is equivalent to tailoring at the mean.

These constructions have obvious practical applicationdog-loss can be replaced with
the proper scoring rules generated by the above weight fummhs! . (g). In doing so we can
possibly achieve improved classi cation for particular cst ratios or class-probability thresh-
olds when the tted model is biased but adequate for describg classi cation boundaries
individually. The appropriate degree of peakedness of theewght function could be estimated
from the data using cross-validation of cost-weighted mikssi cation loss. In Section 14 we
will illustrate tting biased linear models with \tailored " proper scoring rules.

13 The Hand-Vinciotti reweighting method as mini-
mization of tailored proper scoring rules

HV's (2003) tailoring method based on reweighting can be ietpreted as the minimization
of certain proper scoring rules. HV devised their scheme algthmically by modifying the
weights of IRLS for Fisher scoring in logistic regression. iEir weights are Gaussian kernels:

! (g) = a c .

where (t) is the standard Gaussian density. In light of Section 9 theiweights amount to a
particular choice of weight function! (q) that fully de nes a proper scoring rule:
Z Z
t c g t c
L. o= (1 1) — dt; Lo(q) = t — dt:
q

The Gaussian standard deviation can be used as a measure of peakedness although it is not
the standard deviation of the weight function because of tncation to the unit interval. | A
disadvantage of truncated Gaussians is that they do not inatle convex weight functions such
as the one for log-loss, the e cient choice when the tted modl is accurate. The Gaussian
limit for !'1 is the constant weight function corresponding to squared m@r loss. The
Beta family is more complete because it includes not only saped error loss but log-loss and
even boosting loss.

14 A data example for tailoring in linear models

We illustrate the fact that linear models can be unsuitable aglobal models and yet successful
for classi cation at speci c classi cation quantiles or misclassi cation costs. To this end we
recreate an arti cial example of HV (2003) and show that taibring loss functions to specic
classi cation thresholds allow us to approximate the optiral boundaries. We then show that
the HV (2003) scenario is re ected in some well-known real tig the Pima Indian diabetes
data (UCI Machine Learning Repository, Newman et al. 1998).

To make their point HV (2003) designed (x) as a surface in the shape of a smooth spiral
staircase on the unit square, as depicted in Figure 4. The tcal feature of the surface
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Figure 4: Hand and Vinciotti's Arti cial Data: The class probability function (x) has the
shape of a smooth spiral ramp on the unit square with axis aetbrigin. The bold line marked
\0.3 log" shows a linear logistic t thresholded atc = 0:3. The other bold line, marked \0.3
Beta", shows a thresholded linear t corresponding to a prep scoring rule in the Beta family
with parameters =6 and =14.

is that the optimal classi cation boundaries (x) = c are all linear but not parallel. The
absence of parallelism renders any linear mode{b " x) unsuitable as a global t, but the
linearity of the classi cation boundaries allows linear mdels to describe these boundaries,
although every level requires a di erent linear model. The grpose of HV's (2003) and our
tailoring schemes is to home in on these level-speci ¢ model

In recreating HV's (2003) example, we simulated 4,000 dataomts whose two predictors
were uniformly distributed in the unit square, and whose cks labels had a conditional
class 1 probability (x1;X2) = cos (x;=(x? + x3)¥*)=( =2). We tted a linear model with
the logistic function g(t) = 1=(1 + exp( t)), using a proper scoring rule in the Beta family
with =29 and = = 0:3=0:7 in order to home in on thec = 0:3 boundary. Figure 4,
which is similar to HV's (2003), shows the success: the estabted boundary is close to the
true 0.3-boundary. The gure also shows that the 0.3-bounag estimated with the log-loss
of logistic regression is essentially parallel to the 0.58bndary, which is sensible because
logistic regression is bound to nd a compromise model whiclor reasons of symmetry
between the two labels, should be a linear model with levehis roughly parallel to the true
0.5-boundary.

We turn to the Pima Indians Diabetes data to show that non-paallel linear boundaries
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Figure 5: lllustration of non-parallel linear classi cation boundaies for di erent classi ca-
tion thresholds or cost weights: the Pima Indians Diabetesa, \b.mass" plotted against
\plasma", with boundaries for the thresholds =0.1, 0.5 and 0.9. Glyphs: open squares
no diabetes, class O; lled circles diabetes, class 1.

for di ering classi cation thresholds can produce improvenents in real data as well. We start
with a graphic illustration similar to Figure 4 by restricting attention to the most powerful

predictors, plasmaand b.mass Figure 5 shows estimated linear classi cation boundaridsr

the levels 0.1, 0.5 and 0.9, clearly indicating that at leador level 0.1 the boundary is not
parallel to the other two.

We now give quantitative evidence for signi cant improvemsts from tailoring using all
predictors. [The data have numerous missing values. Somealks about their treatment:
We removed the cases with zero values g@lasma(5), b.press(35) and b.mass(11) for a
total of 44, thus reducing the sample size from 768 to 724. Fdine variables skin and
insulin with 227 and 374 missings, respectively, we introduced twauchmy variables for
missingness.] To compare tailoring with standard logisticegression, we performed a cross-
validation experiment, not in the conventional manner of 1dold cross-validation, but for
greater inferential precision with many more folds as folles: We randomly split the data
400 times into an 80% training set and a 20% test set. On 200 dfet splits we tted a
standard linear logistic regression (= = 0) to the training set and evaluated the cost-
weighted misclassi cation errors forc =0.50, 0.80, 0.90 and 0.95 on the test set. On the
other 200 splits we tted a linear model with the logit link and a tailored proper scoring
rule with- = 4:5and = 0:5 to the training set, and again evaluated the cost-weighted
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Figure 6: Pima Indians Diabetes data: Comparison of logistic regress with a proper scoring
rule tailored for high class 1 probabilities: =9; =1, hencecw = 0:9. The black traces
with points are empirical Q-Q curves of 200 cost-weighted solassi cation costs computed
on randomly selected test sets of size 20%. Overplotted iaygare one hundred null traces
obtained with random permutations.

misclassi cation errors forc =0.50, 0.80, 0.90 and 0.95 on the test set.

We are interested in comparing the 200 misclassi cation ers of the logistic t with the
200 of the tailored t, for all four cost weightsc. This amounts to four 2-sample comparisons
of cost-weighted misclassi cation errors of one tting mebod with those of the other tting
method. Such comparisons are conventionally done in term§ 2 samplet-tests for means,
but instead we present the results more informatively in tens of 2-sample Q-Q plots, which
essentially amount to plots of the two sorted series of 200 luas against each other. This
is carried out in Figure 6, which shows one plot for each of tHeur cost weights. The Q-Q
traces are shown in black, with the misclassi cation errorsf the tailored Beta rule shown
on the vertical axis, those of logistic regression on the hrontal axis.

To inject statistical inference in these plots, we added 100ull" Q-Q traces overplotted
in gray, based on a permutation test idea: by construction dhe experiment, the 400 values
are exchangeable under the null assumption of identical tlikutions of the misclassi cation
errors of both methods. Hence we can randomly split the pool 400 values into two sets of
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200 and draw their Q-Q traces, simulating the null hypothesi conditional on the observed
values, repeated and overplotted 100 times. Thus, wherewe black trace reaches outside
the gray band of null traces, statistical signi cance is adeved. This is the case in the
bottom right hand plot for cost weight ¢ = 0:95, and border line in the bottom left plot for
¢ =0:90. In the top left plot we see that the tailored t performs senewhat worse for cost
weight ¢ = 0:50, but only marginally so. | In summary, we see evidence thattailoring of
proper scoring rules to cost-weights does indeed provide advantage over standard logistic
regression.

15 Stability of tailoring: convexity and asymptotics

Tailoring may raise fears of unstable ts because for peakedeight functions the composite
loss functionL (yjq(F)) loses convexity rather quickly. IfL(yjq(F)) is su ciently smooth in
F, a su cient condition for convexity is a non-negative secod derivative, which according
to (32) amounts to

l@d v al'@dl o: (39)
This requirement results in two inequalities, one foy = 1 and one fory = 0, which we can
summarize as follows:

Proposition:  Composite lossed (yjg(F)) are convex inF if ! (qg) and o are strictly
positive, both are smooth, and they satisfy

q’ ['q P q

1 q lq© q’

For the combination of proper scoring rules in the Beta famj ! (o) = g (1 ¢ 1,
and scaled logistic links,

. F@= log % = lqu o,

qF) = ﬁl ;

Tver
the convexity condition becomes

q 1 9 g 1 9;
which implies:

Corollary: Proper scoring rules in the Beta family and scaled logistidnks result in convex
composite losses i ; 2[ 1,0land > O.

In particular, exponential loss ( = = 1=2, = 1=2)and log-loss with the logistic link
( = =0, =1)areconvex, buteven squared error loss is not convex inrabination with
any scaled logistic link. This seems to spell trouble for t@iring because there we typically
choose; > 0 and hence forfeit the bene ts of convexity. The situationd not as dire,
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Figure 7: A stable situation for tailored estimation, shown for a sirlg predictor: g(F) has
positive bias forg(F) < ¢ and negative bias fog(F) > c.

however, in view of a simple asymptotic argument which is aslfows: Standard formulas
for asymptotic variances in estimating equations (for exaple, Shao 2003, p. 369) yield

1

AVar(B) N E@L(b) ‘Var(@ (b)) E @L(b)
From Section 9, Equations (30) and (31), we obtain

X

Var@(b) = @ ) () R XX (40)
n=1:N
X

EGLD) = o L@ (0 @@L xx (4D
n=1:N

We allow that the model (b x) is biased, meaning that it di ers from the truth, (x) =
P[Y = 1jX = x]. The parameterb only indicates the best approximationg(b™x) to (x).

We note that making E @L (b) large makes the asymptotic variance small (both in the
sense of the ordering of symmetric matrices), hence from j4de see that we can again focus
on an expression similar to (39) above which determined caxity of the loss function:

L) (0 ) (@)’ > 0:

Of the two terms the rst is positive because we assume a sttiproper scoring rule { (q) > 0)
and a strictly increasing link function (@(F) > 0). Problematic is the second term which can
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reduce E @L (b) and hence in ate the asymptotic variance for some linear cabinations ofb.
On the other hand, this same term can also contribute to staliy by enlarging E @L (b)
and hence diminishing the asymptotic variance, namely, whe

(n R ()R] O: (42)

To see the meaning of this condition, we specialize it to thedBa family and the logistic link,
as used for tailoring in Section 12, and in particular we coier ; > 0, which is possibly
problematic because of non-convexity. Making use of = q(1 q) for the logistic link, we
see that (42) is equivalent to

(n @[ @ &) aa]l O

or

n T ¢ when ¢, T (43)

+
Recall that for tailoring to misclassi cation costc = =( + ) we use weights! (q) that
concentrate mass around. Assuming a situation in which tailoring works, that is,q(b™x) >
c approximates (x) > ¢ well even in the absence of a good t of(b™x) to (x), we may
nd a fair degree of stability as long as the model bias has artain structure:

negative bias for (x) > ¢ and positive bias for (x) <c,

which is just (43) re-expressed. The situation is illustrad in Figure 7 for a single predictor.
Can this type of structured bias be counted on in applicatios? Not in general, but it can
be helped by biasing the model arti cially: One can attenq(b™x) by shrinking 6, or more
precisely: shrinking all regression coe cients except thentercept. Not much shrinking may
be needed to create the situation depicted in Figure 7, withhe ensuing insurance against
in ation of the asymptotic variance. The intercept must not be shrunk so as to allow the
weight function ! (q) to match the level ofg(B7x) to that of (x) in the neighborhood of the
target costc, as expressed by the stationarity conditior@L (b) = 0:

1 X 0 1 X 0
N t@dx. = Gh ! (h) &b Xn

n=1:N n=1:N

In summary, tailoring may not necessarily incur the fearedasts of non-convexity and asymp-
totic variance in ation unless the tted model over ts, resulting in a situation opposite to
that of (43) and of Figure 7.

16 Canonical links and weights

The above discussion implies that the term

Yo )[! () RT° (44)
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in the Hessian@L (b) is a potential source of problems: non-convexity and asyrtgtic
variance in ation. One may therefore wonder whether this ten could not be made to
disappear altogether. In fact, it can, and the condition it gnerates constrains the weight
function ! (q) and the link function g(F) to each other in a \canonical" way that coincides
with the meaning of \canonical link functions" in generalied linear models. As implied by
the previous section, canonicity has bene ts: the loss fution L(yjq(F)) is convex, Newton
interations and Fisher scoring are the same, the second detive and hence the degree
of convexity is not directly a ected by the response valuey,, and the ingredients of the
asymptotic variance take on a simple and robust form:

1 X
Var@(b) = 3 a(L n) XaXp
n=1:N
— 1 X 0 T .
EALb) = o xnxXT :
n=1:N

Canonical pairs of weights and links are minimax in a sensehdy avoid the non-convexity
and asymptotic variance in ation by killing the term that may cause these problems.

The structure of canonical pairs of weights and links is edgidetermined: The non-
canonical term (44) disappears when![(g) ¢°]° = 0, that is, when ! (q) ® is a constant,
which we can choose to be 1 (assuming the tted models are @&dsunder multiplication
with constants, as are linear, additive and tree models):

L@ =1: (45)

Now q = q(F) is the inverse of the link functionF = F(q), henceFqq) = 1={F (qg)) and
from (45)

Fa) = '(a = LI@ a+ Lo ; (46)
where the second equality follows froh%(1 )+ L{(g)=(1 q)! (q)+ q! (g), which is the
sum of Equations (9). The solution is unique up to an irreleva additive constant (assuming
the tted models are closed under addition of constants). Tw equivalent solutions are

Zq

F(a) = '(@dg and  F(d) = Lo(q Li(1 0): (47)

If ! (g) happens to be a probability density function, thenF (g) can be chosen to be its
cumulative distribution function, a relatively uninteresting case because it limits the link
function to a nite range (the unit interval).

The converse holds also: prescribing a link function as canocal determines the proper
scoring rule, as is immediately seen from Equation (46). Weimmarize:

Proposition:  For any strict proper scoring rule there exists a canonicairlk function F (q)
which is unique up to addition and multiplication with consints. Conversely, any link func-
tion is canonical for a unique proper scoring rule.

Here are the standard examples in the Beta family for = =1, 0 and -1/2:
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Squared error loss L1(1 0 = (1 )2 and Lo(q) = ¢, hence the inverse link is
essentially the identity transform:

F(g) = 29 1:

Log-loss L;(1 g = log(qg) and Lo(g) = log(1l q), hence, as is well-known, the

natural link is the logit,

F(@ = log 1

its inverse q(F) is the logistic function and the composite loss is

Lo(a(F)) = log(1+exp(F)) :

Boosting loss L1(1 @) =((1 qg=9¥2andLo(q) =(g<1 q)*¥?2, hence the canonical

link is - -
B 1 B 2 1
F(g) = q q _ q _—
1 q q [al o]
Its inverse is 1 o
aF) =35 F=zprp= "t

and the composite loss is

1=

Lo(q(F)) = (F=2)*+1 7+ F=2:

Thus the decomposition of the exponential loss into a propscoring rule and a link function
(Section 4) doesot result in a canonical pair.

In the last two examples we observe that the composite lossnfttion Lo(g(F)) is convex
and grows less than linear foF ! +1 . This is a general fact for canonical pairs:

Corollary:  For canonical pairs of proper scoring rules and links, the ogposite loss function
L(F) = Lo(q(F)) is non-decreasing, convex, but has growth limited by 14F) 1.

This is immediately seen fromL3(q) = q! (q) (9) and ! (g) °= 1 (45) which yield

LYF) = Lo(a(F) a¥F) = o(F)  1:

This characteristic of canonical pairs immediately rulesu the possibility that exponential
lossL(F) = exp(F) is the composite of a proper scoring rule and its canonicahk.
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17 Information measures for tree estimation

Proper scoring rules and information measures such as thenGindex and entropy are in
a one-to-one relationship. Given an expected loss( jg) = L1(1 q+(1 )Lo(Q), the
associated information measure is the minimal achievablests, which we write as

H() = min R(jg = R(J):

Information measures are of technical interest; see for emple Zhang (2004; Def. 2.1,
Lemma 2.1), Lugosi and Vayatis (2004; Lemma 4), Bartlett, Jolan and McAuli e (2003;
Section 2). | Information measures are also of practical inerest in algorithms for tree-based
classi cation: CART (Breiman et al. 1984) uses the Gini inde, and C4.5 (Quinlan 1993)
and the original tree functions in the S language (Clark andifegibon 1992) use entropy. The
former is the information measure derived from squared errtoss, the latter from log-loss.
Tree algorithms agree with each other in that they all estimi@ local conditional class proba-
bilities with simple proportions, but they di er in how they judge the t of these proportions
in terms of information measures.

Here are the usual examples from the Beta family: They are algontained in a similar
list given by Zhang (2004, after De nition 2.1):

= = 1=2: Boosting loss leads to a semi-circle criterion,
H@=2 [o oI
=0: Log-loss leads to entropy,

H()= qlog@ (1 alog(l o :

= 1. Squared error loss leads to the Gini index,

H(@=ql o:
; 1 ; -! % Cost-weighted misclassication loss leads to cost-weitgil
Bayes risk:
Ho(g=min((1 ¢)qg;c(X 0q): (48)

The semi-circle criterion derived from boosting loss was @posed by Kearns and Mansour
(1996) as a criterion for tree construction.

The following proposition shows that every information mesure determines essentially a
unique proper scoring rule, modulo some arbitrary choicesrfthoseq for which the function
H(g) does not have a unique tangent, as for cost-weighted misstacation losses at the
location g = c. The situation is best understood in terms of Figure 8.

Proposition:  The information measureH (q) is the concave lower envelope of its proper
scoring rule R( jg), with upper tangents 7! R( jg). Conversely, ifH(q) is an arbitrary
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L(hlas)

L(hlay) —

H(a2) H(a2

L(hlay) H(as)

H(h)=L(h[h)

Figure 8: Envelopes and proper scoring rules: For a true and any estimateq, the proper
scoring rule can be read o the tangent of the envelopg() at q evaluated at the location .
Trivially, the minimum of R( jqg) w.r.t. gis taken on atg= . The solid vertical segments at

rising from H( ) indicate the Bregman distances betweerandqg: B( jg) = R( jg) H( )
(Section 19).

concave function, it determines a proper scoring rul® ( jg) which is unique except at lo-
cations where there are multiple upper tangents, in whichsm any of the tangents can be
selected as part of the de nition of the proper scoring rule.

Corollary: If H(g) is concave and smooth, its associated proper scoring rule is

L1 o = H@+HY)@ a; Lo@ = H(@ HYdaq: (49)

This proposition in some form goes back to Savage (1971). Angealization from the
binary case to general probability spaces and a careful agsis for the nite case is given
by Gneiting and Raftery (2004, Theorems 2.1, 3.2 and 3.4). Fa proof, note that R( jq)
isanein andR( jg H( ), which makes 7! R( jg) an upper tangent for allg and
henceH (g) the concave lower envelope. Conversely, given a concavadtion H (g), there
exist upper tangents at everyg. They are a ne functions and can be written 7! T.(qg)+
(1 ) To(g), soonecandeneL;(1 q) = Ti(q) and Lo(q) = To(q). For the corollary, the
upper tangent atqis unique and can be written as an a ne function 7! H{q)(  q)+ H (o).
HenceR( jo)= HYq)( q)+ H(q) de nes the proper scoring rule:L,(1 q) = R(1jq) and
Lo(a) = R(Qj0).
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Proposition: If H(q) is concave and su ciently smooth, the weight function (q) and the
canonical link function of the associated proper scoring el are:

'(@ = HNAY; F@ = HY: (50)

The proof is a simple calculation. The relation links concédy and non-negative weights,
as well as strict concavity and positive weights. The propdsn indicates that information
measures with the same second derivative are equivalent. dther words, information mea-
sures that di er only in an a ne function are equivalent: H(g)+ C,q+ Co(1 ). This fact
follows for all information measures, not only smooth one&om the equivalence of proper
scoring rules that di er in two constants only,L,(1 )+ C; and Lo(qg) + Co.

The mixture proposition of Section 7 for proper scoring rukehas an immediate analog
for information measures:

Proposition: Under conditions analogous to Theorem 1, information measas are mixtures
of cost-weighted Bayes risk&8) with ! (dc) as the mixing measure:

z 1
H(q) = He(q)! (do) : (51)

0

Tailored classi cation trees: In light of the above facts it is natural to apply the tailoring
ideas of Section 12 to information measures used in tree-bd<lassi cation. The idea is again
to put weight on the class probabilities that are of interest \Weight" is meant literally in
terms of the weight function! (g). In practice, areas of interest are often the extremes with
highest or lowest class probabilities. In the Pima Indians @@betes data (Section 18), for
example, this may mean focusing on the cases with an estimatprobability of diabetes of
0.9 or greater. It would then be reasonable to use an informah measure derived from a
weight function that puts most of its mass on the right end oflie interval (0,1). In Section 18
we will show experiments with weights that are simple poweuhctions ofqg. In terms of the
Beta family of weights (Section 11) this could meanusing=1and > 1:!(g) g ' An
associated information measure id (q) q **, but taking advantage of the indeterminacy
of information measures modulo a ne functions, an equivalg@ but more pleasing choice is
H(g=(1 g )qg, which is normalized such thatH (0) = H(1) = 0.

18 A data example for tailoring in classi cation trees

\Tailoring" means putting weight ! (g) on the class probabilities of greatest interest. In
practice, areas of interest are often the extremes with highkt or lowest class probabilities.
In the Pima Indians Diabetes data (UCI ML Repository, Newmaret al. 1998), for example,
this may mean focusing on the cases with an estimated probbtyi of diabetes of 0.9 or
greater. We interpret this as meaning that increasing valigeof g are of increasing interest,
implying an ascending! (g). In our experiments we used members of the Beta family that
are simple power functionsofi: ! (q) g *( =1and > 1). An associated information
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measure isH (q) g *1, but taking advantage of the indeterminacy of information nea-
sures modulo a ne functions, an equivalent but more pleasip choice isH(q) = (1 q )q,
which is normalized such thatH (0) = H(1) = 0.

Our experiments use again the Pima Indians Diabetes data (UGIL Repository, New-
man et al. 1998). Figure 18 shows a conventional tree growntlwithe Gini index (! (g) =
const). The depth to which it is grown and the quality of the t is not of concern; instead,
we focus on interpretability. This tree shows the usual reteve balance whereby most splits
are not more lopsided than about 1:2 in bucket size. Overalhterpretation is not easy, at
least in comparison to the trees shown in the following two gres. The tree in Figure 18
is based on the parameters = 16 and = 1, which means a strong focus on large class 1
probabilities (more correctly: class 1 frequencies). By owast, Figure 18 is based on =1
and =31, hence a strong focus on small class 1 probabilities.

The focus on the upper and the lower end of probabilities in #se two trees amounts to
prioritizing the splits according to decreasing and incresing class 1 probabilities from the
top down. Figure 18 therefore shows a highly unbalanced tréleat peels o small terminal
nodes with high class 1 probabilities from the top down. Theesult is a cascading tree that
layers the data as best as possible from highest to lowest sdal probabilities. The dual
e ect is seen in Figure 18.

While it may be true that the lopsided focus of the criterion$ likely to lead to suboptimal
trees for prediction, cascading trees are vastly more povidrin terms of interpretation: they
are able, for example, to express monotone dependences leetwpredictors and responses.
This is illustrated by both cascading trees: \plasma", the mst frequent splitting variable,
appears to correlate positively with the probability of didetes; as we descend the trees and
as the splitting values on \plasma" decrease in Figure 18 anithcrease in Figure 18, the
class 1 probabilities decrease and increase, respectivéty Figure 18 the variable \b.mass"
asserts itself as the second most frequent predictor, andaig a positive association with
class 1 probabilities can be gleaned from the tree. SimilgrlFigure 18 exhibits positive
dependences for \age" and \pedigree" as well.

A second aspect that helps the interpretation of cascadingdes is the fact that repeat
appearances of the same predictors lower the complexity dfet description of low hanging
nodes. For example, in Figure 18 the right most leaf at the btwim with the highest class 1
probability g=0:91 is of depth nine, yet it does not require nine inequalitie® describe it.
Instead, the following four su ce: \ plasma > 155", \pedigree >0:3", \ b:mass > 299" and
\age > 24". Interestingly the tree of Figure 18 that peels o low clas 1 probabilities ends
up with a crisper high-probability leaf than the tree of Figue 18 whose greedy search for
high class 1 probabilities results only in an initial leaf wh q = 0:86 characterized by the
single inequality \plasma > 166".

We reiterate and summarize: the extreme focus on high or lowass 1 probabilities cannot
be expected to perform well in terms of conventional predictn, but it may have merit in
producing trees with vastly greater interpretability. The present approach to interpretable
trees produces results that are similar to an earlier propakby Buja and Lee (2001) based
on splitting that maximizes the larger of the two class 1 pradbilities. The advantage of the
tailored trees introduced here is that there actually exist a criterion that is being minimized,
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Classification Tree :

method = Gini misclass. error = 0.22 (167/752)

0.65:0.35
$2=100.0%
olasma<127{nlasma>127

0.81)0.19
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age<28lage>28

0.38]0.62
sz=37.5%
h ma: 29 9lh ma 299

0.91{0.09 0.68(0.32 0.28(0.72
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>
0.320
0.68:0.32
sz=10.0%
0.99(0.01 0.82(0.18 0.59(0.41
sz=18.8% sz= 15.8% sz=19.0%
plasma<104iplasma>104 pedigree< igree>0.48 29.6
0.119 0.870
0.88:0.12 0.13:0.87
sz= 8.9% sz=12.2%
0.000 0.040 0.116 0.260 0.291 0.489 0.460 0.723
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Classification Tree : method =Ploss a= 1 b= 31 misclass. error = 0.23 (175/752)
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and tree-performance can be measured in terms of this crii@n.

19 Proper scoring rules and their Bregman distances

Any proper scoring rule has an associated \Bregman distaricéBregman 1967) de ned as

B(jg = R(jg H(): (52)

See again Figure 8. A Bregman distance is the expected lossagbroper scoring rule nor-
malized such that a value zero obtains for the minimum af =

infB(jo) = B(j) =0

BecauseB and R dier only in a function of , minimizing one or the other w.r.t. q is
equivalent. Becausdrk( jg)isanein andH( )is concave, Bregman distances as de ned
here are convex in the rst argument .

There is a division of labor between proper scoring rules afBtegman distances in that
the latter are technically useful in proofs whereas propecsring rules are practically useful
in estimation. The technical usefulness of Bregman distage stems from the fact that they
describe the excess of the proper scoring rule of an estimaf@bove the best achievable
value of a proper scoring rule. If a procedure can be shown tave zero Bregman distance
in the limit, it means that it achieves the minimal possible glue of the proper scoring
rule. Bregman distances are used in proving convergence obisting algorithms (La erty et
al. 1997, Collins et al. 2002) and in proving consistency obbsting-inspired algorithms as
class probability estimation methods (Lugosi and and Vayat 2004, Zhang 2004).

Bregman distances are non-negative butot generally symmetric in their arguments.
They are therefore not metrics in the usual sense, yet by camtion the term \distance"
is used, although the variant \Bregman divergence" is in usalso. The closest thing to
squared distances is given by the following second order apxmation which, however,
exhibits asymmetry again:

, 1
BCio 51 ()(a )2 (53)
This follows from Equation (13). Below it will be used repeadly in informal arguments.

In what follows we give a mixture representation for Bregmadistances that derives from
those for proper scoring rules and information measures. &@mew representation is useful
because it allows us to derive simple bounds for cost-weightmisclassi cation losses.

We start with the usual examples from the Beta family which yeld the following Bregman
distances:

= = 1=2: Boosting loss leads to

B(jg) = —+ - [ Q1 2[@ N*: (54)

a 1 q
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=0: Log-loss leads to Kullback-Leibler divergence,

B( jo) = ogd @ )IogP: (55)

=1: Squared error loss leads to squared deviation,
B(jo) = (  9?: (56)

Further examples are obtained from Basu, Harris, Hjort and @nes (1998) who proposed a
family of power divergences. Its specialization to the bimga case is a one-parameter family
of Bregman distances that can be written as follows:

B(jd = —7a’+@ 9" @ +@ 9@ )
1 + +
( +1) Tra )"

This version di ers from Basu et al.'s orginal in that we divded by +1, which makes these
well-de ned Bregman distances for all real , with limiting cases for ! 0; 1 easily lled
in. The associated proper scoring rule is (up to constants):

L 9 = +11 ghr@ 9" g
L@ = —7 g™+ 9*  ta g

Its weight function is

'@ =9 '+ o *:
This shows immediately that the limiting case ! Oresultsin! () =1=[g(1 )], that s,
log-loss. For =1 one obtains! (g) = const, that is, squared error loss. Basu et al. (1998)
use this family to interpolate these two cases with O 1, with =0 being the extreme
of e ciency when the model is true and = 1 the extreme of robustness. The advantage
of this family over the Beta family of Section 11 is that the lesesL;(1 @) and Ly(q) are
given by explicit formulas, whereas the Beta family requisea numerical implementation of
the partial Beta function.

20 Bregman distances are mixtures of excess-over-Bayes

The calculation of loss in excess of the best achievable l@ass be made not only for strict
proper scoring rules, but for the non-strict case of misclsiscation losses as well. Ifc and
1 c are the costs of false positives and false negatives, respety, then the associated
Bregman semi-distance is the excess cost-weighted misslastion loss over Bayes risk, or
\excess-over-Bayes'for short:

Be( @) = Le(ja)  He(): (57)
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The meaning ofB( jq) is easily seen from Figure 2 where the lightly shaded areabsunded
by (@ )tand (1 t)sothatthe dierenceisj(1 )t @ vj=j tj. One infers
immediately the following facts:

c: Be(jg = (c )lie<qr; €<  Be(jg) = ( ©)1lyq g (58)
This can be summarized as follows:

Lemma:
Be( J@) = ] G Lmin(iq) cemax(iq)] (59)

This lemma is a pointwise version and generalization of anedtity that is well-known in
one form or another (see, e.g., Koltchinskii 2004, identit{1)).

The mixture representations for proper scoring rules and formation measures immedi-
ately imply corresponding representations for Bregman dances:

R
Proposition:  Under the lower-bounding condition Olt(l t)! (dt) < 1, the Bregman
distance for! (dt) is a mixture of cost-weighted excesses-over-Bayes:

Zl
B( g = Be( jg)! (do :

0

From this proposition and the preceding lemma we immediatglobtain:

Corollary: Z

max( ;q)

B(jo) = j  gl(dg: (60)
min( ;q)

This corollary is easily interpreted in terms of Figure 2 whe the Bregman distance is
essentially the integral of the lightly shaded area with reayd to ! (dt).

21 A bias-variance decomposition for Bregman distances

The results of the previous section can be used to derive a 8sivariance” type of decompo-
sition for Bregman distances. To this end, we assunggto be a random variable with values
in [0; 1]. In any application g will be a conditional estimateq(x) of class probability 1 given a
xed predictor vector x. The estimate is random due to tting on a training dataset. There-
fore, the expected valueEq, which we will need below, refers to averaging across trang
sets. For expected values of Bregman distances we wrig,B ( jg) to indicate that only q

is considered random. IfE4B( jq) is a generalized mean squared error, then we can de ne
the minimizing to be the generalized rst order moment:

m = argmin EqB( jo) :
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Figure 12: Proof of the decomposition (62) for excess-over-Bayets; :::; t4 are the magnitudes
of the four terms of Equation (62),t; = B¢( j@), t2 = Be( j m), tz3 = Be( mjg) and ty =
1Sc(; mjq)j. Dark-gray indicates the rst term t;, which corresponds to the left hand side
of (62). Note that the height oft, is j mj. The six frames correspond to all possible
orderings ofq, and . For each ordering, the four terms add up as indicated at thep
in each frame. These equalities are identical to (62) in eaadase, which completes the proof.

With a stationariy condition it is easily seen that the idea & , as a generalized moment is
correct:
@

@EqB( j9 = EF(9 F()=0; (61)

which in turn follows from

@@B(jq) = F(@ F();

R
whereF (t) = " (c)dc is the canonical link function associated with (c¢), assuming that
I (do) = ! (c)dcis absolutely continuous. Equation (61) shows that

F(m) = EF(Q:
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Thus, if EqB( jg) is a generalized mean squared error, thekqB( mjq) is a generalized
variance, and consequenthB( j ) would be a generalized squared bias. It will turn out
that these three terms will add up to form a generalized biagriance decomposition.

We proceed with its derivation. The main idea is to prove a veion for excess-over-
Bayes and then use the mixture property of Bregman distancesThe derivation relies on
the piecewise linearity of the integranct 7! B.( jq), which as a graph represents a triangle.
The decomposition will amount to a jigsaw puzzle of triangkeand rectangles, which is why
we also need a piecewise constant function to represent @aagles, specically de ned as
follows:

c 7' S; mi9Q = ( m) Sign(q m) Limin(g; m) c<max(a; m)] -

We use the symbolg, and  which have speci c meaning, but in this de nition they are
just three arbitrary values in [G 1]. The de nition is arranged such thatS.(; njq) takes on
a positive sign exactly when ,, is between and q. This property is necessary to obtain the
following identity for arbitrary g, and ,:

Be( j@) = Be(j m) + Be( mja) + Sc(; mid) : (62)

This identity is informally proven in the legend of Figure 21 Next we integrate both sides
of the identity w.r.t. ! (dc) and generalize it from excess-over-Bayes to general Bregm
distances. Assuming absolute continuity! (dc¢) = ! (c)dc, we note from the de nition of
Se(; mjq) that

Z

Se(5 mi@!(dg = ( m)(F@ F(m):

R
whereF(q) = *! (d)dc is the canonical link function associated with (dt) (Section 16).
Therefore:

B(j@ = B(jm)+ B(mi@ ( wm(F@ F(m): (63)

This identity is reminiscent of an inner product expansioka bk? = kak?+ kik? 2ha; ki, and
indeed it can be used to prove generalized Pythagorean theors (see for example, Csisar
1995; also Laerty et al. 1997, Collins et al. 2002, Murata eal. 2004). In Pythagorean
theorems one uses some sort of orthogonality betwegpn  andF(q) F( ), for example,
with regard to an inner product formed by integrating overx (Murata et al. 2004). Our
goal, however, is a generalized bias-variance decompasitiwhich is why we now need the
assumption that q is a random variable. Unlike Pythagorean theorems, we comgtt |, in
such a way that the termF(g) F( ) disappears:

F(m) = EF(9;
that is, we choose , to be the generalized rst moment with regard toE B ( jqg). Therefore:

Theorem: If we assume the canonical link functiorF associated with! (c) is invertible
and the expectation ofF (g) exists, and if , satises F( ) = EF(q) or equivalently
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EB( mjd) = min E4B( jg), we obtain the following generalized bias-variance decamp
sition:
EqB(jo) = B(jm) + EqB( mjd): (64)

We note that the moment conditionF( ,) = EF(Q) is simple only when the canonical
link is used to form the composite loss function. In this case(q(x)) = B7x for a linear
model, say, hencé ( ) = EBTX.

Examples: For squared error loss; () is linear, hence ,, = E g, and the decomposition
specializes to the actual bias-variance decomposition la@se the Bregman distance is the
square of the di erence (56):

Eqll )1 =(m )*+Varg:

For log loss, n isdened by log( m=(1 m))= Elog(q«1 @), and the decomposition
is for the Kullback-Leibler divergence (55). For boostingoss, the de nition of , is not the
same because (half) the logit is the actual link function usethe composite exponential loss,
but it is not the canonical link function. The bias-variancedecomposition is for the Bregman
distance (54).

22 Bounds on cost-weighted misclassi cation loss

We can use the mixture representation to derive bounds dd.( jq) in terms of B( jg). We
use the following facts:

A Bregman distance as a function ofy, g 7! B( jqg), is descending forg < and
ascending forg > . (This follows fromB( jg) = R( jg) H( ) and the corollary at
the end of Section 6.)

Excess-over-Bayes as a function of q 7! B¢( jg), is a step function with a step at
g= c. (This follows from (58) above.)

Thus, if we standardize both a Bregman distance and excesgpBayes such that their
graphs pass through 1 at| = c, the former will dominate the latter, as depicted in Figure 3:

Bo( jo) ©  B(jg .
i d B( jo) '’

for arbitrary k> O: (65)

The power is permitted because it is vacuous as applied here & 0-1 step function. We
obtain the following initial bound:

Lemma: _ _
j g

ik
B0 g

B( g : (66)

Note that the ratio factor on the right hand side is independet of g; it is a pure function
of the class probabilities and the chosen classi cation threshold, but not the estimate g.
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normalized Bregman distance

q q

Figure 13: Bregman distance as a bound on excess-over-Bayes: The csirskkow sections

of a normalized Bregman distance as a function @ffor xed : q7! B( jg=B( jc) (right

hand side of Inequality(65)). The normalization has the sections go through 1 at a chosen

classi cation thresholdc. Also shown is a step function representing excess-overy8a as a

function of g, q 7! B¢( jg)5 ¢ equally normalized to 1 at (left hand side of Inequal-

ity (65)). The two plots re ect the situations <c and >c . The bound is rather loose for
near c as the right hand plot shows.

The problem with the term is that it is possibly ill-behaved kecause the denominator vanishes
at = c, unless the powek in the numerator is large enough to cause cancellation. Thign
indeed be achieved fok = 2, as is intuitively clear from Equation (53): B( jc) %! ()X

¢)2. A rigorous quadratic lower bound on the denominatoB ( jc) is as follows, making use
of the mixture representation (60):

z max( ;c)
B(jo = i (Y dd
min( ;c)
Z max( ;c)
j dd@  min I (c")
min( ;c) min( ;c) c"<max( ;c)
1., _
= 3 min I (c"
ZJ min( ;¢) c"<max( ;c) ( )

If we apply this bound with k = 2 in Equation (66) we obtain:

Bo( j)? 2 B( j: (67)

minmin( ;c) c'<max( ;c) ! (C")

We consider the application to two cases:
Assume! (gq) 1 for all g. Then a bound is:
Be( j@)?  2B(jg): (68)
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The assumption is true, for example, for the members of the Befamily for ; 1,
including squared error loss ( = = 1), log-loss ( = = 0), and boosting loss
(= = 1=2).

Assume the weight function attains its maximum atc and descends with increasing
distance fromc. Then a bound is:

. 2 .
Be( jo)? 0 B( jo): (69)
The assumption is satis ed for the members of the Beta familyor ; > 1 when
tailored for the threshold c by matching the mode of the weight function () according
to (38) above: (1)< 1) = cH1 c¢), so that the maximum of! () is attained at
c. Because of (53) above, the right hand side of (69) is of order( 0)2.

A note on Zhang (2004): The above bounds explain why Zhang inshTheorem 2.1
required a condition which in our notation sayg  0:5 C B( j0:5). Equally, it becomes
clear why in all of his examples he ended up witk = 2.

Bartlett, Jordan, McAuli e (2003) developed a technique fo tightly bounding misclassi-
cation loss with equal costs by convex losses such as expoti@ loss. We can reconstruct
their technique in terms of Bregman distances associatedtliproper scoring rules. This
reconstruction applies to any proper scoring rule and to c$ai cation with any cost weight
¢ without convexity assumptions.

Lemma: Let ((t) be a convex function that satises (j ) B(;c),8 2(0;1).
Then (Bc( jo)  B( j0g).

Proof: In the following chain of inequalities, the rst is by assumpion while the second
is due to the fact that and g are on opposite sides of and q 7! B( jq) is descending to
the left of and ascending to the right of .

(Be( jo) = e G) Lmin( :q) c<max(:q)]
B( Jj©) Imin( :q) c<max(;q)]

B( JA Imin(:q) c<max(iq)]
B( jo)

Now the question is how to nd functions ((t). One could follow the lead of Bartlett
et al. (2003) and construct ((t) as the largest convex function dominated by both 7!
B(c+tjc)(fort 1 c)andt 7! B(c tjc) (fort c). However, again in light of (53),
B( jo) %! ( )(  ©)? one cannot expect better than (t) (t ¢)2. Thus this technique
cannot improve on the bounds found earlier in this section.

At this point one could execute a program similar to that cared out by Bartlett et al.
(2003) and Zhang (2004) who assembled a body of approximatiand consistency theory
for a small collection of loss functions. The above exercisebounding excess-over-Bayes in
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terms of Bregman distances could be used to generalize mudhtteeir programs to proper
scoring rules in combination with arbitrary link functions. To this end one would consider
estimates of class probabilitiesgy{X ), and true class probabilities (X) as functions on
predictor space and examine the limiting behavior oEB ( (X)jGy (X)). We will not carry
this program forward but end by comparing Zhang's and our argses:

The assumption of convexity on the modeling scale, made by @ing (2004) and others,
can be replaced by the more natural assumption that the losariction is decomposable
into a link function and a proper scoring rule. We thereby exade some cases that
do not con ne probability estimates to [Q 1], but we bene t from the full information
geometry that links Bregman distances and Bayes risks, eviar combinations of proper
scoring rules and link functions that result in non-convexdsses, such as those for
tailoring to speci ¢ costs c (Section 12) and implied by HV (2003) (Section 13).

Much of Zhang's (2004, Section 2 and 3) interpretations higon bounds on misclas-
si cation loss for c = 0:5. We extend these bounds to arbitrary cost weights 2 (0; 1)
and non-convex losses, but our interpretations ow straigiorwardly from the mixture
representations: the costx on which the weight function! (c) puts the most mass
are those for which the proper scoring rule attempts clasgiation with the greatest
precision.

23 Summary and Discussion

We developed a theory of binary class probability estimatiobased on Fisher-consistent loss
functions, known as \proper scoring rules". We showed thatrpper scoring rulesL (yjq)
have a sigple structure in that they are mixtures of cost-wghted misclassi cation losses:
L(yjg) = Lc(yjg)! (c)dc, wherecand 1 care the costs of false positives and false negatives,
respectively. The weight function! (c) has an immediate interpretation: the proper scoring
rule emphasizes cost weights to the degree that! (c) puts mass on the costx. This
provides the heuristic for \tailoring" of proper scoring rdes to arbitrary costsc and 1 c,
in particular costs other than 0.5. Tailoring addresses siations in which false positives
and false negatives have di erent cost implications and whe the class of ts succeeds for
classi cation but fails for global class probability estimation. We showed that any proper
scoring rule combined with any link function can be used to tlinear and additive class
probability models to binary response data. The IRLS algatim used to this end can be
given a stagewise additive and hence boosting-like form,twiLogitBoost (FHT 2000) as a
particular instance. Furthermore, information measuresssociated with proper scoring rules
can equally be tailored and used for estimating tree-basedoutels in novel ways.

Although we see our study as having practical implications astly for linear and tree
models, it was initially motivated by boosting (FHT 2000) ard it does indeed address two
conceptual limitations of the boosting literature: One lintation has to do with the notion of
\large-margin classi ers", where marginisdenedas y F(x) (y = 1) and loss functions
L( y F(x)) are assumed monotone increasing and convex in the margifhis dependence
on the margin limits all theory and practice to a symmetric teatment of class 0 and class 1,
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and in particular to the equal-cost casec =1 ¢ = 0:5. The possibility of asymmetric
treatment is apparent from the identity L( y F(x)) = yL( F(x))+(1 y)L(F(x)) which
could be freed of the constraint of equal partial lossds() in the two terms. | The second
limitation of the boosting literature has to do with the ideathat L() should be convex. We
gave evidence that convexity is not a structural necessityof large-margin classi ers and
that a more plausible requirement is decomposability of théoss function into a (inverse)
link function q(F) and a proper scoring ruleL (yjg):

L(yia(F(x))) = yL2(I  a(FOO)+ (@ y)Lo(a(F (x))) :

This approach makes it plain that margin is linked to class mbabilities and that the loss
function is meant to estimate class probabilities in a Fislieeonsistent manner. Link functions
and class probability estimation have been lurking in the tierature, in particular in the
\Three Papers on Boosting" (Jiang; Lugosi and Vayatis; Zhag; 2004). This leaves us
with the old question of why boosting so often classi es wedlven though it vastly over ts in
terms of class probabilities (Mease et al. 2005). The answetthat boosting does rely on class
probability gradients without attempting to estimate class probability with any precision.
This explains what should not be a surprise: boosting can imgve misclassi cation error
out-of-sample even after it has dropped to zero in-sample | he surrogate criterion keeps
borrowing strength from data points with estimated probalities above and below the cut-
0, c¢=0:5, even if these estimates run o to O and 1 due to overt. The dgree of reliance
on these estimates is revealed by the weight functidn(c).
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