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1. INTRODUCTION

Vitamin A deficiency has been reported to have significant consequences in developing coun-
tries in terms of child’s mortality and morbidity (Vijayaraghavan et al., 1990; West et al., 1991;
Daulaire et al., 1992). Severe vitamin A deficiency is usually identified by its ocular manifesta-
tion, xerophthalmia, the signs of which include night blindness, conjunctival xerosis and corneal
xerosis. Beginning in the early 1980s, it has been revealed that even subclinical vitamin A defi-
ciency has broad consequences in terms of child’s mortality and morbidity (Humphrey, West and
Sommer, 1992). In this paper, we use a subset of the cohort studied by Sommer, Katz and Tar-
wotjo (1983) to study the causal effect of vitamin A deficiency on the occurrence of respiratory
disease for young children. In this longitudinal data set, 250 preschool children were examined
for up to six consecutive quarters for the occurrence of respiratory infection and the presence of
xerophthalmia. The covariates of interest include age in months (centered at 36), gender, cosine
and sine terms for annual cycle, and an indicator for stunting (defined as having height-for-age
that is below 85% of the National Center for Health Statistics (NCHS) standard for height for
age), which indicates longer-term nutritional status. The data set is available in the supplementary
materials.

The same study has been analyzed by Zeger and Karim (1991) using a logistic model with
random effect and by Zeger and Liang (1991) with a feedback time series model, both papers
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making important discoveries. In Zeger and Karim’s work, they found significant association
between xerophthalmia and respiratory infection conditional on other covariates, by carefully
incorporating within-subject correlations with a random effect term in their logistic regression
model. In Zeger and Liang’s work, they studied the feedback relationship among xerophthalmia,
respiratory infection and diarrheal disease using a multivariate time series model, and found
significant evidence for a feedback cycle between xerophthalmia and diarrheal disease but not
for a feedback cycle between xerophthalmia and respiratory infection. These analyses are both
associational (see Robins Greenland and Hu (1999)).

In our paper, we would like to make causal inferences while incorporating the dynamic nature
of the subject evolving with time. In particular, we would like to answer questions like what is
the probability of a child suffering from respiratory disease a year later, if the child starts taking
vitamin A supplement that effectively eliminates any vitamin A deficiency, as compared with the
same probability if the child does not take any vitamin A supplement and grows naturally.

To achieve this goal, we model the longitudinal data under Rubin’s potential outcome frame-
work (Rubin, 1974), and assume that the covariates, vitamin A deficiency levels, actual out-
comes and potential outcomes for the occurrence of respiratory infection follow a continuous
time Markov process that is only partially observed at the six discrete follow-up times. Two
features of this model make our study novel and of particular interest for its generalization to
other problems. First, we try to infer the causal effect of vitamin A deficiency level, which is
latent, and consider xerophthalmia as a surrogate for vitamin A deficiency, which is an indicator
of whether vitamin A deficiency level is above some threshold (see the discussion section of
Zeger and Liang (1991)). Secondly, we only observe the surrogate for treatment and other time
dependent covariates at discrete time points, even though everything changes in continuous time.

These two features make our model differ significantly from the established semi-parametric
methods for longitudinal data developed by Robins and his collaborators (Robins, 1986, 1992,
1994, 1998a; Robins Greenland and Hu, 1999). In most of Robins’ work, data are assumed to be
generated from a discrete time process, and at each time point, all the confounders are observed
such that the treatment looks as if it is randomly assigned conditional on all the covariates and
historical treatment levels; this is usually referred to as the ignorability assumption. In our data
set, the presence/absence of respiratory disease, the presence/absence of stunting and the level
of vitamin A deficiency can all switch at any time between two consecutive time points, and it
is more reasonable to assume that the whole process is in continuous time and only observed at
discrete times. Zhang, Joffe and Small (2011) have shown that even if the ignorability assumption
is true in continuous time, it may not hold at discrete observational times and thus the standard
g-estimation of Robins may be biased.

Our model also differs from Zhang, Joffe and Small (2011). In Zhang, Joffe and Small (2011),
the full continuous time history of the exact amount of treatment is assumed to be known, in
which case a modified ignorability assumption and the controlling-the-future method of Joffe and
Robins (2009) can be used to identify the causal effect semi-parametrically in some scenarios.
However, the luxury of observing the exact amount of treatment is not available in our data
set, as the treatment level, the real vitamin A deficiency level, is unobserved. Only when the
deficiency reached a level high enough can xerophthalmia be observed and recorded in the data.
Even xerophthalmia is not recorded in continuous time - it is observable only at the time of
the visits. We suffer from the measurement error problem discussed by Zhang, Joffe and Small
(2011). In this paper, we choose to use a full parametric model.

Our paper also contributes to the literature of estimating a discretely observed continuous
time Markov process. Vast amount of research has been done in this area, including discretely
observed continuous time diffusions, e.g., Johannes, Polson and Stroud (2009); Elerian, Chib
and Shephard (2001); Blackwell (2003); Aı̈t-Sahalia (2002), discretely observed stationary con-
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tinuous time Markov chain, e.g., Bladt and Sørensen (2005), and discretely observed two-state
non-stationary continuous time Markov chain, e.g., Singer (1981). In our model, we are fac-
ing a discretely observed 32-state non-stationary continuous time Markov chain. We develop an
MCMC algorithm to estimate the parameters and the algorithm works well for our problem.

The organization of the paper is as follows: Section 2 describes our continuous time Markov
model under the potential outcome framework; Section 3 describes our MCMC algorithm for
estimating the model; Section 4 reports the estimates of our model from the vitamin A deficiency
data, and compares them with Zeger and Karim’s study (Zeger and Karim, 1991) and estimates
from G-computation algorithm (Robins Greenland and Hu, 1999); Section 5 presents a simula-
tion study of our computational algorithm and a discussion of the effect of using a proper prior;
Section 6 discusses validity of model assumptions; Section 7 concludes the paper.

2. A MARKOV MODEL

We model the level of vitamin A deficiency at time t by an ordinal latent variable A∗
t with d states

(e.g., d = 4 and the states are 0, 1, 2, 3). We define At to be a binary indicator of xerophthalmia,
which will take value 1 if A∗

t ≥ c and 0 if A∗
t < c, where c is a known set value. We will consider

c = 2, d = 4. Let Lt be the binary indicator of whether the child is stunted at time t, Yt be the
binary variable that indicates whether the child is suffering from respiratory infection at time t

and V be the baseline variables age and gender. We also denote Y
Ā∗

s−,0
t , t ≥ s to be the potential

outcome for respiratory infection status at time t that the subject would have if she received the
realized treatment A∗

l from time 0 to just prior to time s and kept the treatment level at the lowest
level (i.e., 0) from time t and on.

2.1. The Causal Model
We assume the following model for the causal relationship between A∗

t and Yt.

P (Yt = 1|Y Ā∗
t−,0

t , A∗
t ) =


1 if Y

Ā∗
t−,0

t = 1

0 if Y
Ā∗

t−,0
t = 0, A∗

t = 0

δj if Y
Ā∗

t−,0
t = 0, A∗

t = j(j > 0).

(1)

The model describes how the treatment levels affect the realized outcome Yt, given the baseline
potential outcome at time t. The δ’s are the causal effects of A∗

t on Yt.

In Equation (1), we assume that if Y
Ā∗

t−,0
t = 1, then P (Yt = 1|Y Ā∗

t−,0
t = 1, A∗

t ) = 1, i.e., if
the child would suffer from respiratory infection even without any vitamin A deficiency, any vi-

tamin A deficiency could only make the child worse. If Y
Ā∗

t−,0
t = 0, different levels of vitamin A

deficiency results in different levels of risk for the child to get respiratory infection, and we would
expect that the higher the level of vitamin A deficiency is, the higher risk of respiratory infection
the child has. If we force δj > δi for j > i, the assumption can be viewed as a form of the mono-

tone treatment assumption in Manski (1997). It is worth noting that in this model, if Y
Ā∗

t−,0
t = 0

and A∗
t = 0, then P (Yt = 0|Y Ā∗

t−,0
t = 0, A∗

t = 0) = 1; this is a consistency assumption that is
often assumed in most causal research work (e.g., see Robins, Hernán and Brumback (2000)).
For example, with a single observed outcome Y observe, it is usually assumed that Y observe = Y a

if the observed A is equal to a, where Y a is the potential outcome under treatment level a.
Model (1) assumes instantaneous effect of vitamin A deficiency on respiratory infection, con-

ditional on Y
Ā∗

t−,0
t . It is easy to extend the method in this paper to a similar model where vitamin

A deficiency affects respiratory infection with a set time lag. For example, one can consider
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modeling P (Yt = 1|Y Ā∗
t−,0

t , f(Ā∗
t−s:t)), where s is known, and f(.) is a known functional of

the random function Ā∗
t−s:t, which is the continuous time path of A∗ from time t− s to t, and

assume that (Ā∗
t−s:t, Y

Ā∗
t−,0

t , Lt, Yt) is Markovian.

2.2. The Continuous Time Markov Process

We assume that (A∗
t , Y

Ā∗
t−,0

t , Lt, Yt) follows a continuous time Markov process, which will
be described below. Note that At is only a coarsened observation of A∗

t . We also assume that
the observational times are 0, 1, · · · ,K. At each time point k, only (Ak, Yk, Lk) are observed.
Note that we use subscript k to indicate discrete time observations from the continuous time
processes, which are subscripted by t. Any variables in between two consecutive time points
and any potential outcomes are not observable. Figure 1 shows a discretized example of the data

generating process from this model. In the example, (A∗
t , Y

Ā∗
t−,0

t , Lt, Yt) can change values at
time 1, 1.5, 2, 2.5, 3 and 3.5, but only (Ak, Yk, Lk) can be observed at time 1, 2, and 3.

FIGURE 1: Discretized Example of Data Generating Process

2.2.1. The Transition Rate Matrix Q

The continuous time Markov process (A∗
t , Y

Ā∗
t−,0

t , Lt, Yt) has 32 states (4 by 2 by 2 by 2),
each state being denoted by a vector s = (a∗, y0, l, y)T , where a∗ ∈ {0, 1, 2, 3}, y0 ∈ {0, 1},
l ∈ {0, 1} and y ∈ {0, 1}. We model the Markov process by specifying how we construct the
transition rate matrix Q(t). Note that the matrix is time varying and is conditioned on baseline
covariate V .

We denote Xt = (A∗
t , Y

Ā∗
t−,0

t , Lt, Yt) and consider the elements in Q(t):

qt(s1, s2) = lim
h↓0

P (Xt+h = s2|Xt = s1, V )

h
for s1 ̸= s2,

qt(s, s) = −
∑
s′ ̸=s

qt(s, s
′).

We make the assumption that Yt+h is independent of Xt, V and Lt+h conditional on A∗
t+h

and Y
Ā∗

(t+h)−,0

t+h , which means that causal effect of At+h on Yt+h does not depend on any pre-
treatment covariate. Similar assumptions have been assumed in much causal research, e.g. the
model of additive effect discussed in the chapter 2 of Rosenbaum (2002) is such a model. This
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assumption allows us to factorize

P (Xt+h|Xt, V )

=P (A∗
t+h|Xt, V )P (Y

Ā∗
(t+h)−,0

t+h |Xt, A
∗
t+h, V )

× P (Lt+h|Xt, V, A
∗
t+h, Y

Ā∗
(t+h)−,0

t+h )× P (Yt+h|A∗
t+h, Y

Ā∗
(t+h)−,0

t+h ).

We model each component of the factorization as follows.

• Model for the jump of A∗
t

P (A∗
t+h = j|Xt, V, t) (2)

=


hα(A∗

t+h;A
∗
t , Lt, Yt, V, t) + o(h), |A∗

t − j| = 1

o(h), |A∗
t − j| > 1

1−
∑

|A∗′
t −j|=1 hα(A

∗
t+h;A

∗′

t , Lt, Yt, V, t) + o(h), A∗
t = j.

The model assumes that the level of vitamin A deficiency can only switch to an adjacent level
when it switches.

• Model for the jump of Y
Ā∗

(t)−,0

t

P (Y
Ā∗

(t+h)−,0

t+h = j|Xt, A
∗
t+h, V, t) (3)

=

hβ(Y
Ā∗

(t+h)−,0

t+h ;Xt, V, t) + o(h), Y
Ā∗

t−,0
t ̸= j

1− hβ(Y
Ā∗

(t+h)−,0

t+h ;A∗
t , Lt, Yt, Y

Ā∗
t−,0′

t ̸= j, V, t) + o(h), Y
Ā∗

t−,0
t = j.

• Model for the jump of Lt

P (Lt+h = j|Xt, V, A
∗
t+h, Y

Ā∗
(t+h)−,0

t+h , t) (4)

=

hγ(Lt+h;Xt, V, A
∗
t+h, Y

Ā∗
(t+h)−,0

t+h , t) + o(h), Lt ̸= j

1− hγ(Lt+h;A
∗
t , L

′
t ̸= j, Yt, Y

Ā∗
t−,0

t , V, A∗
t+h, Y

Ā∗
(t+h)−,0

t+h , t) + o(h), Lt = j.

• P (Yt+h|A∗
t+h, Y

Ā∗
(t+h)−,0

t+h ) is defined in Equation (1). We denote py(y; a, y
0) = P (Yt+h =

y|A∗
t+h = a, Y

Ā∗
(t+h)−,0

t+h = y0).

Remark 1 By assuming that the α function is not a function of Y
Ā∗

t−,0
t and is a function of Yt

and Lt, and that the β function is not a function of A∗
t+h, we have assumed the continuous time

ignorability assumption for our model, i.e., the treatment only depends on realized past covari-
ates, outcomes and treatments and does not depend on future potential outcomes. For a formal
definition of continuous time ignorability assumption and the proof that the model conforms with
the ignorability assumption, see Web Appendix.
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Given Equations (2), (3) and (4), the elements of transition rate matrix Q(t) are, for s1 ̸= s2

qt(s1, s2) =


αt(a2; a1, l1, y1)py(y2; a2, y

0
2) if |a1 − a2| = 1, l1 = l2, y

0
1 = y02

βt(y
0
2 ; s1)py(y2; a2, y

0
2) if y01 ̸= y02 , a1 = a2, l1 = l2

γt(l2; s1, a2, y
0
2)py(y2; a2, y

0
2) if l1 ̸= l2, a1 = a2, y

0
1 = y02

0 otherwise.

where

αt(a2; a1, l1, y1) =α(A∗
t+h = a2;A

∗
t = a1, Lt = l1, Yt = y1, V, t),

βt(y
0
2 ; s1) =β(Y

Ā∗
(t+h)−,0

t+h = y02 ;Xt = s1, V, t),

γt(l2; s1, a2, y
0
2) =γ(Lt+h = l2;Xt = s1, V, A

∗
t+h = a2, Y

Ā∗
(t+h)−,0

t+h = y02 , t).

In this vitamin A deficiency study, we further parameterize α, β and γ as follows.

logit{2α(A∗
t+h;A

∗
t , Lt, Yt, age, sex, t; α̃)}

=α̃0 + α̃1A
∗
t + α̃2Lt + α̃3Yt + α̃4(age) + α̃5(sex) + α̃6 cos(t) + α̃7 sin(t),

logit{β(Y Ā∗
(t+h)−,0

t+h ;Xt, age, sex, t; β̃)}

=β̃0 + β̃1A
∗
t + β̃2Lt + β̃3Yt + β̃4Y

Ā∗
t−,0

t + β̃5(age) + β̃6(sex) + β̃7 cos(t)

+ β̃8 sin(t),

logit{2γ(Lt+h;Xt, age, sex,A
∗
t+h, Y

Ā∗
(t+h)−,0

t+h , t; γ̃)}

=γ̃0 + γ̃1A
∗
t + γ̃2Lt + γ̃3Yt + γ̃4Y

Ā∗
t−,0

t + γ̃5A
∗
t+h + γ̃6Y

Ā∗
(t+h)−,0

t+h + γ̃7(age)

+ γ̃8(sex) + γ̃9 cos(t) + γ̃10 sin(t).

2.2.2. Initial Conditions and the Conditional Likelihood Function
For a complete model, we also need to give the initial probability distribution for

(A∗
0, Y

Ā∗
0−,0

0 , L0, Y0). The causal relationship and the feedback cycles are already encoded in
Equation (1) and the definition of Q(t). It would be reasonable to make inference from a condi-

tional likelihood that conditions on the initial states. However, A∗
0, Y

Ā∗
0−,0

0 are unobserved, and
only (A0, L0, Y0) are observed. We hereby assume that

P (A∗
0, Y

Ā∗
0−,0

0 |A0, L0, V ) =
1

2
× 1

2
× IA0=(A∗

0≥c). (5)

This assumption implies that P (A∗
0 = i, Y

Ā∗
0−,0

0 |A0 = 0) = 1
4 for i in {0, 1}, and that P (A∗

0 =

i, Y
Ā∗

0−,0

0 |A0 = 1) = 1
4 for i in {2, 3}. If we integrate out Y

Ā∗
0−,0

0 in both cases, we get that
A∗

0 is uniform on {0, 1} if A0 = 0, and uniform on {2, 3} if A0 = 1. This assumption gives the
levels of A∗ certain physical meaning. If we consider the true level of vitamin A deficiency as a
continuous measure and xerophthalmia manifest itself when the true level is above a threshold,
Equation (5) assumes that the cut-point for A∗ = 1 vs. A∗ = 0 is the median of the conditional
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distribution of the true level, conditioning on A = 0, and that the cut-point for A∗ = 2 vs. A∗ = 3
is the median of the conditional distribution of the true level, conditioning on A = 1.

With Equation (5) and Equations (1) – (4), P (A∗
0, Y

Ā∗
0−,0

0 |A0, L0, Y0, V ) can be derived.
Therefore, the conditional likelihood function of the observed data is as follows:

f(A1, ..., AK , L1, ..., LK , Y1, ..., YK |A0, L0, Y0, V )

=

∫ ∫
P (A∗

0, Y
Ā∗

0−,0

0 |A0, L0, Y0, V )

× P (A1, ..., AK , L1, ..., LK , Y1, ..., YK |A∗
0, Y

Ā∗
0−,0

0 , L0, Y0, V )dA∗
0dY

Ā∗
0−,0

0 .

P (A1, ..., AK , L1, ..., LK , Y1, ..., YK |A∗
0, Y

Ā∗
0−,0

0 , L0, Y0, V ) can be determined by Q(t) and
Equation (1), even though a direct computation is almost infeasible. We will discuss it in Sec-
tion 3.

To summarize, our model assumes that (A∗
t , Y

Ā∗
t−,0

t , Lt, Yt) follows a continuous time non-
stationary Markov process defined by the transition rate matrix Q(t), and that At is determined
deterministically by A∗

t . We only observe the (At, Yt, Lt) at time 0, 1, · · · ,K. Different subjects
are assumed to be independent realizations of the process conditional on their baseline covariates
and initial conditions.

3. ESTIMATION: MCMC WITH DATA AUGMENTATION

Denote Θ = (δ̃1, δ̃2, δ̃3, α̃, β̃, γ̃), where δ̃j = log( δj
1−δj

). . Θ is the collection of parameters from
the model in Section 2 that need to be estimated.

Even if we know the true value of Θ, it is quite difficult to calculate the likelihood in our
model. The difficulty lies in the fact that the Markov process is non-stationary and that it depends
on baseline covariates. For stationary continuous time Markov process with finite number of
states and without covariates, the transition matrix from time t to time t+ 1 is simply eQ, where
Q is the transition rate matrix. Once eQ is calculated, the likelihood becomes that of a standard
discrete time hidden Markov model, where the transition matrix between states is eQ and the
emission matrix is given by model (1). With non-stationary Markov process, the transition matrix
does not usually have a simple solution (for two-state process, there is a simple solution, see
Singer (1981); for more general processes, see discussions in Wei and Norman (1963, 1964)).
One practical approach may be to discretize the process and approximate the transition matrix
from time t to time t+ 1 by

∏n
i=1[

1
nQ(t+ i−1

n ) + I]. This will be quite time consuming and
considering the fact that we have covariates and we need to do this computation for every subject
in every time interval, this quickly becomes computationally infeasible.

In this section, we discretize the process and propose a Monte Carlo Markov Chain approach
with data augmentation for estimation (see more about data augmentation in van Dyk and Meng
(2001)).

3.1. Discretization Scheme

Denote Zt = (A∗
t , Y

Ā∗
t−,0

t , Lt, At, Yt) (notice that Zt is also a Markov process). We discretize
the continuous time Markov process at the time grid of 1

n , i.e., we consider the embedded discrete
time Markov chain Z0, Z 1

n
, Z 2

n
, · · · , Zn−1

n
, Z1, Zn+1

n
, · · · , ZK . We approximate the transition

probability P (Zm+1
n

|Zm
n
) by 1

nQ(mn ) + I . A detailed formula for P (Zm+1
n

|Zm
n
) is given in the

Web Appendix.
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3.2. The MCMC Algorithm
Notice that after discretizing the process, if we do observe whole process Zt in between two

consecutive observational time points and the values of (A∗
t , Y

Ā∗
t−,0

t ) at the observational time
points, the evaluation of the full likelihood is relatively easy and we avoid matrix multiplications.
We denote the observed data by O, where O = (A0, Y0, L0, A1, Y1, L1, · · · , AK , YK , LK), the
full data by Z, where Z = (Z0, Z 1

n
, Z 2

n
, · · · , ZK), and the missing data by U , where U =

Z −O.
With our notation, a sketch of a general MCMC algorithm with data augmentation and

Metropolis-Hasting steps is in Figure 2.

FIGURE 2: MCMC with Data Augmentation
1. Initialize Θ and U .
2. Given U and Θold, we simulate Θnew from a proposal distribution q(Θ|Θold), and calculate

r1 = min(1,
P (Θnew|U,O)q(Θold|Θnew)

P (Θold|U,O)q(Θnew|Θold)
).

We update Θ by Θnew with probability r1, and by Θold with probability 1− r1.
3. Given Θ, and Uold, we simulate Unew from a proposal distribution q(U |Uold), and calculate

r2 = min(1,
P (Unew|Θ, O)q(Uold|Unew)

P (Uold|Θ, O)q(Unew|Uold)
).

We update U by Unew with probability r2, and by Uold with probability 1− r2.
4. Repeat 2-3.

Here P (Θ|U,O) ∝ π(Θ)P (U,O|Θ) and P (U |Θ, O) ∝ P (U,O|Θ). π(Θ) is a prior distri-
bution for Θ. P (U,O|Θ) can be easily calculated using the formula in the Web Appendix for
Section 3.1. Under certain regularity conditions, the limiting marginal distribution of Θ will be
the posterior distribution P (Θ|O).

In our implementation, the proposal distribution q(Θ|Θold) is taken to be the multi-variate
normal distribution with mean Θold and covariance matrix being a diagonal matrix whose diag-
onal elements are all positive. In this case, the calculation of r1 simplifies to

r1 = min(1,
P (Θnew|U,O)

P (Θold|U,O)
).

3.3. Proposal Distributions for the Augmented Data
To find a good proposal distribution for U , we first need to be able to simulate a whole path of
the discretized Markov chain, such that the values of the path match the observed values at the
observational times, namely 0, 1, · · · ,K. Secondly, the path we simulate has to have a signifi-
cant probability to occur under the Markov model. There are available methods for simulating
paths that match the end points in continuous time stationary Markov process (see Blackwell
(2003); Bladt and Sørensen (2005); Nielsen (2002); Hobolth (2008)). We describe below a pro-
posal distribution that works well for our non-stationary Markov model. While a more detailed
description is in the Web Appendix, the key ideas are as follows.

We update the path piece by piece, i.e., for one subject, we update
(A∗

i , Y
0
i , Zi+ 1

n
, · · · , Zi+n−1

n
) one at a time, with the sequence of i = 0, 1, 2, · · · ,K − 1,
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and then update (A∗
K , Y 0

K). Also, rather than simulating the paths of states for the whole chain,
we simulate the A∗

t , Lt, Y 0
t , Yt and At separately. For each of A∗

t , Lt and Y 0
t , we simulate the

path in three steps:

1. Simulate the number of jumps between two observational time points, M , from a presumed
distribution;

2. Simulate the positions of these jumps from a uniform distribution over all possible set of M
different positions;

3. Simulate one path from a uniform distribution over all the paths that jump exactly M times
at these positions.

Yt and At are simulated to conform with the causal model, given the paths of A∗
t , Lt and Y 0

t .

3.4. The Use of a Proper Prior Distribution
We use a proper prior distribution (independent normal distribution) for all the parameters and
view the proper prior distribution as a regularization in estimating the parameters. We have ex-
perimented with a flat prior distribution. The algorithm fails to converge even after a long time.
The likelihood function for our data might be ill-behaved, and the algorithm does converge on
simulated well-behaved data using a flat prior. A more detailed discussion of the ill-behavior can
be found in the Web Appendix. We will show in Section 5 that our estimates have some level of
robustness to different values of hyper-parameters in the prior distribution.

4. ESTIMATES FROM THE VITAMIN A DEFICIENCY DATA

In this section, we report the estimation results of our model on the vitamin A deficiency data.

4.1. Estimation Result
We estimate the model described in Section 2, using the real vitamin A deficiency data. Note
that the original data may have missing visits for particular subjects. We assume that the missing
visits are missing completely at random, and they merely imply that the observational times are
at a coarser time grid.

We have run multiple MCMC paths for two million steps for each path, and calculated the
Gelman-Rubin statistics for each parameter as a criteria for judging convergence. The Gelman-
Rubin statistics for all parameters are smaller than 1.04. The estimates are in Table 1.

In Table 1, the first panel are estimates for the δ̃’s, which are the logit of the δ’s. Recalling
Equation (1), the δ’s represent the effect of vitamin A deficiency on the concurrent status of res-
piratory infection. Our estimates show that for Y 0

t = 0, if A∗
t = 1, i.e., the subject is suffering

from mild vitamin A deficiency, the probability of Yt = 1, i.e., the subject suffers from respira-
tory infection, is exp(−3.28)

1+exp(−3.28) = 3.6%. If A∗
t = 2, the probability of Yt = 1 is 11.8%. If A∗

t = 3,
the probability of Yt = 1 is 31.6%. As expected, the higher level of vitamin A deficiency causes
higher probability of respiratory infection. This shows a strong causal relationship between the
levels of vitamin A deficiency and the respiratory disease.

We also notice that α̃0, β̃0 and γ̃0 are large negative numbers, which means that all of A∗
t ,

Y 0
t and Lt switch states infrequently.

The credible set of α̃1 does not include zero, which indicates that the effect of current A∗
t

level on the jump probability in the next instant is significant. The positive coefficient shows that
a subject is less stable in higher vitamin A deficiency levels. α̃4 is significantly positive and α̃5

is significantly negative, which shows that the older and the female children are less stable in the
levels of vitamin A deficiency.
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TABLE 1: Estimation Result from the Vitamin A Deficiency Data

Parameter Variable Posterior Mean 95% Credible Set

δ̃1 Logit[P (Yt = 1|Y Ā∗
t−,0

t , At = 1)] -3.30 ( -4.27 , -2.57 )

δ̃2 Logit[P (Yt = 1|Y Ā∗
t−,0

t , At = 2)] -2.01 ( -3.39 , -1.00 )

δ̃3 Logit[P (Yt = 1|Y Ā∗
t−,0

t , At = 3)] -0.77 ( -2.34 , 0.85 )

α̃0 intercept -3.07 ( -4.10 , -2.16 )

α̃1 xerophthalmia 2.00 ( 1.20 , 2.93 )

α̃2 stunting -0.13 ( -1.42 , 1.45 )

α̃3 respiratory infection 0.34 ( -1.34 , 1.88 )

α̃4 age in months 0.05 ( 0.02 , 0.08 )

α̃5 sex (female=1) -1.11 ( -2.16 , -0.11 )

α̃6 cosine of time 0.04 ( -0.68 , 0.78 )

α̃7 sine of time -0.35 ( -1.09 , 0.35 )

β̃0 intercept -2.54 ( -3.23 , -1.90 )

β̃1 xerophthalmia -0.70 ( -1.84 , 0.27 )

β̃2 stunting -0.17 ( -1.46 , 0.95 )

β̃3 respiratory infection 0.91 ( -0.64 , 2.59 )

β̃4 respiratory infection (counterfactual) 4.17 ( 2.53 , 5.64 )

β̃5 age in months -0.04 ( -0.06 , -0.01 )

β̃6 sex (female=1) -0.62 ( -1.46 , 0.14 )

β̃7 cosine of time 1.07 ( 0.38 , 1.78 )

β̃8 sine of time 0.82 ( 0.19 , 1.55 )

γ̃0 intercept -2.79 ( -3.57 , -2.12 )

γ̃1 xerophthalmia -0.32 ( -2.03 , 1.1 )

γ̃2 stunting 2.50 ( 1.61 , 3.45 )

γ̃3 respiratory infection 0.09 ( -1.39 , 1.47 )

γ̃4 respiratory infection (counterfactual) -0.02 ( -1.45 , 1.53 )

γ̃5 xerophthalmia (t+ h) -0.29 ( -1.70 , 1.24 )

γ̃6 respiratory infection (counterfactual t+ h) 0.15 ( -1.81 , 1.93 )

γ̃7 age in months -0.01 ( -0.03 , 0.02 )

γ̃8 sex (female=1) -0.02 ( -0.88 , 0.77 )

γ̃9 cosine of time 0.18 ( -0.54 , 0.87 )

γ̃10 sine of time -0.52 ( -1.26 , 0.18 )

In the model for potential respiratory infection, a significantly positive β̃4 shows that respi-
ratory infection usually do not last long. A significantly negative β̃5 shows that younger children
are prone to be on and off with respiratory infections. The significance of β̃7 and β̃8 shows that
the respiratory infection is highly seasonal.

In the model for stunting, γ̃2 is significantly positive, which suggests that for children who are
not stunted, the probability of them becoming stunted is smaller than the probability of stunted
children becoming not stunted.
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TABLE 2: Simulation Based Causal Inference for the Example: Estimations from the Original Data and
Estimations from Simulated Data

Original Data Simulated Data

A∗ level P (Y4 = 1) 95% Credible Set Average P (Y4 = 1) Coverage

grow naturally 7.0% (4.6%, 10.3%) 7.6% 0.89

0 2.2% (0.9%, 6.3%) 3.1% 0.85

1 5.4% (3.4%, 9.6%) 5.3% 0.97

2 13.2% (3.5%, 23.9%) 15.8% 0.92

3 32.2% (9.9%, 75.5%) 31.4% 1

4.2. Simulation Based Causal Inference
With the estimated model, we get an estimate of the immediate effect of A∗

t on Yt from the
δ’s. However, equipped with the full model, we can answer many more causal questions by
simulation. Note that similar approaches have been taken before by Arjas and his collaborators
(e.g. Arjas and Parner (2004)), and this is also related to the G-computation algorithm by Robins
(1998b).

Example Assume that a female child is 48-month old at time 1. She is not stunted, not
suffering from respiratory infection, but has mild vitamin A deficiency (A∗ = 1). What is the
probability that she will suffer from respiratory infection at time 4, if she starts taking vitamin A
supplements and effectively controls her deficiency level at the minimum (A∗ = 0)? What if she
grows naturally without taking any vitamin A supplements? What if her deficiency level is kept
constantly at 2?

The answer to the example question can be given by using the information in the example as
the initial condition and simulating what would happen at time 4 based on our model, provided
that our model is true and we have the parameter values.

For this particular example, we can use posterior mean as our parameter value. The simulation
results that answer the example questions are in the columns below the “Original Data” panel of
Table 2. The numbers show that if the child is able to control her vitamin A deficiency at either
level 0 or 1, it would benefit her in terms of the probability of suffering respiratory infection.
Note the probabilities of Y4 = 1 for different levels of A∗ are close to but different from the δ’s.
The numbers in Table 2 fully incorporate the dynamic evolution of all variables.

The 95% credible set is obtained by simulation with parameters values being random samples
from the posterior distribution of the parameters, which are available from our MCMC algorithm.
This takes into account the uncertainty of estimated parameters.

For a standard causal comparison, the improvement in P (Y4 = 1) for controlling A∗ at 0 over
growing naturally is around 4.8%, with a 95% credible set (1.8%, 7.8%). The improvement in
P (Y4 = 1) for controlling A∗ at 1 over growing naturally is around 1.6%, with a 95% credible set
(−0.1%, 4.6%). The credible sets are also obtained by simulations from the posterior distribution
of the parameters.

4.3. Comparison with a Previous Study and G-computation Algorithm
Table 3 show more examples of the simulated causal estimates. In the columns under A∗ level,
we estimated the probability of Y4 = 1 under different counterfactual treatment histories, for
male and female children with age of 12 months and 50 months separately; all of them are not
stunted, not suffering from respiratory infection, and having mild vitamin A deficiency (A∗ = 1)
at time 1. Most of our results agree with the findings in Zeger and Karim (1991) on the same
data set. For example, we confirmed their results that female and older children are less likely
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TABLE 3: More Examples of Simulation Based Causal Inference and Comparison with G-computation
Algorithm (for P (Y4 = 1))

A∗ level model G-computation

age sex natural 0 1 2 3 A = 0 A = 1 A = 0 A = 1

12 F 7.8% 7.5% 7.7% 14.2% 33.3% 7.4% 23.8% 6.9% 22.1%

12 M 11.8% 11.4% 10.3% 15.8% 34.4% 11.2% 24.8% 9.2% 29.62%

50 F 6.9% 1.8% 4.5% 12.15% 32.28% 3.2% 22.4% 1.9% 5.6%

50 M 8.9% 2.5% 4.7% 12.9% 32.6% 4.1% 22.7% 2.3% 7.9%

to have respiratory infection. Note that Zeger and Karim’s inferences are not causal and they
showed that the association between xerophthalmia and respiratory infection was not significant.
However, in Table 2, we see that the causal difference between A∗ = 3 and A∗ = 0 is significant
for that example.

For a comparison with a standard causal method, we contrast our estimated causal effects
with estimates using the G-computation algorithm from Robins Greenland and Hu (1999). The
details of the application are described in the Web Appendix. Note that the ignorability assump-
tion required by the G-computation algorithm is not satisfied in this study (see Section 1). In
addition, the G-computation algorithm does not deal with latent vitamin A deficiency level, and
our application of it uses xerophthalmia as the treatment. Nevertheless, to make them compa-
rable, we estimate the following grouped causal effect from our model and the G-computation
algorithm.

Grouped Causal Effect Consider a subgroup of children of certain age and gender, not
stunted, not suffering from respiratory infection. We randomly pick any one of them and ran-
domly pick an A∗ level that corresponds to A = 0, and treat the child with vitamin A supplement
such that his or her vitamin A deficiency level is kept at that A∗ level. At time 4, what is the
probability of this randomly picked child getting respiratory infection ?

The columns under model and G-computation in Table 3 are estimates of these grouped
causal effect for four groups of children. The estimates are similar for the younger groups, and
the G-computation algorithm yields much lower estimates of probability of respiratory infection
for the older groups. The G-computation algorithm also estimates the causal difference between
A = 1 and A = 0 to be larger than that of our model for the younger groups and much smaller
than that of our model for the older groups.

5. THE EFFECT OF THE PROPER PRIOR DISTRIBUTION ON INFERENCE

We have discussed the reasons for using a proper prior distribution in our MCMC algorithm, and
we view the proper prior as a regularization for the likelihood function. In a finite sample, it is
certainly going to induce some biases in the estimates. In this section, we present a simulation
study and a study of the real data using prior distributions different from that of Section 4. The
results show that the biases are tolerable in our problem.

5.1. A Simulation Study
We simulate 100 similar data sets as the vitamin A deficiency data from our Markov model,
i.e., simulating data from the parametric model described in Section 2 with the parameter values
being the estimates from the real data, and the number of subjects being the number of subjects
in the real data. We then estimate the parameters from the simulated data sets to see if our
MCMC algorithm can correctly reconstruct the true values. We then estimate the model from
each simulated data set, using the independent standard normal as the prior distribution, same as
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in Section 4.
A full table of estimation results is reported in the Web Appendix. Most of the average esti-

mates from the 100 simulations are close to their true values. Most of the coverage rate of 95%
credible intervals are also above 0.95.

We also consider the causal effects described in the example in Section 4.2, and calculate a
table that is similar to the estimates from the “Original Data” panel in Table 2 for each indepen-
dent data set. The summary of these 100 estimates is in the “Simulated Data” panel in Table 2.
The second column of the table are the true values for this simulation study. The fourth column
is the average value of estimated probabilities. The fifth column shows the coverage rate of 95%
credible intervals. We see that the estimates are close to their true value, although the coverage
rate sometimes deviates from the the 95% level due to the proper prior distribution we have used.

5.2. Estimation from Real Data with Different Priors
In Section 4, we used independent N(0, 1) for each parameter. In this section, we re-estimate
the parameters using several different prior distributions, including independent N(0.5, 1) for
each parameter, independent N(−0.5, 1) for each parameter, and independent N(0, 2) for each
parameter. Almost all estimates from these alternative priors are not significantly different from
the original estimates. The full estimation table for each of these prior distributions can be found
in the Web Appendix. We here present the estimated causal effects considered in the setting of
Section 4.2, which are compared with Table 2.

TABLE 4: Simulation Based Causal Inference for P (Y4 = 1) under Different Priors

A∗ level N(0, 1) Prior N(0.5, 1) Prior N(−0.5, 1) Prior N(0, 2) Prior

grow naturally 7.0% 9.1% (5.4%, 15.3%) 8.5% (5.9%, 13.4%) 8.8% (5.8%, 13.5%)

0 2.2% 2% (0.9%, 4.6%) 2.5% (1.2%, 5.4%) 0.9% (0.3%, 3.3%)

1 5.4% 7.5% (3.6%, 13.2%) 6.9% (3.7%, 13.6%) 6.5% (2.6%, 11.4%)

2 13.2% 11.6% (4.3%, 32%) 10.3% (3.6%, 27.6%) 3.4% (0.7%, 19.7%)

3 32.2% 54.3% (16.6%, 96.3%) 42.7% (8%, 78.8%) 68% (16.5%, 99.5%)
aThe parentheses show the 95% credible interval for the estimates under different priors.

In Table 4, the causal effects are not significantly different from the original estimates in
Table 2. These results show that our choice of N(0, 1) is reasonable, in the sense that it does
not produce significantly different causal estimates from the estimates using a more flat prior
(i.e., N(0, 2)), and that the estimates are also not too sensitive to the shift in means of the prior
distribution.

6. MODEL ASSUMPTIONS REVISITED

The causal inferences rely on the soundness of several model assumptions. In this section, we
experiment with a few variations of the baseline model in Section 2. These results largely confirm
that the model is a reasonable and plausible description of the data.

6.1. Number of Levels for Vitamin A Deficiency
We estimated our model by assuming that vitamin A deficiency has four levels. The lower two
levels do not exhibit xerophthalmia, while the upper two levels do. It is natural to ask if such a
discretization is sufficient or necessary. We could consider two alternatives of our model:

• 2-level A∗ We assume that A∗
t only has two levels, 0 and 1. At = 1 if A∗

t = 1, and At = 0
if A∗

t = 0. Assuming other model specifications are the same as before, we do not have any
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TABLE 5: Estimates of δ̃ from Different Models and 95% Credible Intervals

2-level A∗ 4-level A∗ 6-level A∗

δ̃1 -3.30 (-4.27, -2.57) δ̃1 -3.39 (-4.29, -2.59)

δ̃2 -2.87 (-3.81, -2.11)

δ̃1 -2.08 (-3.27, -1.12) δ̃2 -2.01 (-3.39, -1.00) δ̃3 -1.79 (-2.98, -0.83)

δ̃3 -0.77 (-2.34, 0.85) δ̃4 -0.88 (-2.86, 0.99)

δ̃5 -0.35 (-2.15, 1.58)

hidden levels of treatment.
• 6-level A∗ We assume that A∗

t has six levels, 0, 1, 2, 3, 4, and 5. At = 1 if A∗
t ≥ 3, and At = 0

if A∗
t < 3, and that other model specifications are the same as before.

Under the 2-level A∗ model, we assume that if At = 0, Yt is solely decided by Y 0
t , and that

we only need to estimate parameter δ1 that is associated with A∗
t = 1. Under the 6-level A∗

model, we need to estimate parameters δj , j = 1, ..., 5, which are associated with A∗
t = 1, ..., 5

respectively.
We estimate both models using our MCMC algorithm and summarize the estimates for δ̃’s in

Table 5. In the table we denote our original model as the 4-level A∗ model. From the estimates
in the table, we believe that the 4-level A∗ is a reasonable choice. In the middle column, δ̃2 and
δ̃3 are distinct enough from each other, and grouping them together as in the 2-level A∗ model is
an over-simplification. One piece of evidence is that in the 4-level A∗ model estimates, δ̃3 does
not fall into the CI for δ̃2. However, using the 6-level A∗ model is un-necessary. For example, in
the 6-level A∗ model, δ̃4 and δ̃5 are very close to each other, and their CI’s cover each other; δ̃2
and δ̃3 are also so close to each other that their CI’s cover each other. This shows that the 4-level
A∗ model has captured more structure than the 2-level A∗ model and that the 6-level A∗ model
is not capturing more structure.

The same phenomenon can be observed in terms of estimated causal effect. For example,
we have estimated the grouped causal effect defined in Section 4.3 for all three models (results
summarized in the Web Appendix). The estimated causal differences for the 4-level A∗ model
and the 6-level A∗ model are close to each other, while the estimated causal difference for the
2-level A∗ model is significantly different from the other two estimates. As a result, we believe
that discretizing vitamin A deficiency into four levels in our analysis is appropriate.

6.2. Continuous Time Ignorability
We assumed continuous time ignorability in our model (see Remark 1). With a fully parametric
model, we do not need the assumption for identification. For example, we can assume that the α
and β functions are as follows:

logit{2α(A∗
t+h;A

∗
t , Lt, Yt, Y

0
t , age, sex, t; α̃)}

=α̃0 + α̃1A
∗
t + α̃2Lt + α̃3Yt + α̃4(age) + α̃5(sex) + α̃6 cos(t) + α̃7 sin(t)

+ α̃8Y
0
t ,

logit{β(Y Ā∗
(t+h)−,0

t+h ;A∗
t+h, Xt, age, sex, t; β̃)}

=β̃0 + β̃1A
∗
t + β̃2Lt + β̃3Yt + β̃4Y

Ā∗
t−,0

t + β̃5(age) + β̃6(sex) + β̃7 cos(t)

+ β̃8 sin(t) + β̃9A
∗
t+h.
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By allowing α to depend on Y 0
t and β to depend on A∗

t+h, we are no longer assuming the
continuous time ignorability assumption (see Remark 1).

Our estimate for α̃8 is 0.04, with a 95% credible interval of (-2.1 , 1.74); the estimate for β̃9 is
-0.86, with a 95% credible interval of (-2.26 , 0.66). Both estimates are not significant. Estimates
for all other parameters are also close to the estimates from the original model. A full table of
estimates is included in the Web Appendix. The results indicate that continuous time ignorability
is a plausible assumption.

With similar ideas, we can test the validity of the functional form of Q, for example, if there
are significant mis-modeling in α, β and γ. Web Appendix presents one example in this direction.

7. CONCLUSION

In this paper, we have considered a data set where it is reasonable to assume that the treatment
process, covariates, potential outcome and the outcome follow a continuous time process. How-
ever, only a coarsened indicator of the treatment level is observed, and this coarsened indicator
of treatment level as well as the covariates and the outcome are only observed at the discrete
observational time points. This creates two problems:

(1) Unmeasured confounders caused by the missing data in between two consecutive observa-
tional time points, and

(2) Measurement error in treatment levels, as the amount of treatment is not directly observable
and the treatment levels in between two observational time points are not observable.

Zhang, Joffe and Small (2011) have shown that (1) would cause problems in standard longitu-
dinal estimations that are based on the ignorability assumption in the observational data. Even
if the continuous time ignorability holds, the observational time ignorability may not hold. (2)
usually causes an even more severe problem in standard semi-parametric methods, as one do not
even know exactly how much treatment the subject received.

With both (1) and (2) in our data set, we need to make more modeling assumption than
standard causal methods. We have chosen to fully model the process by a continuous time non-
stationary Markov process and assume that the data are discrete time observations of the process.
We have designed a MCMC algorithm with data augmentation to estimate the parameters by
constructing a reasonable proposal distribution for the augmented data. The Markov model and
the MCMC algorithm work well for our vitamin A deficiency data, as we have shown that in
Section 5.1 the MCMC algorithm does produce estimates close to unbiased, and in Section 4 and
Section 6 that our estimates make sense in the context of vitamin A deficiency and respiratory
infection.

Applying our model to the vitamin A deficiency data, we find that vitamin A deficiency has
a strong causal effect on the respiratory infection, as is evidenced by the values of δ1, δ2 and
δ3. By simulation, we are also able to estimate the causal effect for certain treatment regimes
through time. For example, we can estimate the difference in the probabilities of having respi-
ratory disease between keeping vitamin A deficiency at the lowest level and keeping vitamin A
deficiency at the highest level. Such estimates have also allowed us to compare results with Zeger
and Karim’s study on the same data set (Zeger and Karim, 1991), and compare causal differences
with estimates from Robins G-computation algorithm (Robins Greenland and Hu, 1999).

The luxury of causal inference comes with the cost of more extensive modeling assumptions,
we have experimented with variations of our model in Section 6. The results show that the model
seems to be robust and consistent with the data. The use of a proper prior distribution has also
been a concern in our application. We believe that the likelihood function in our data is ill-
behaved and that a proper prior, or some regularization, must be adopted to achieve reasonable
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estimates. The simulation and study with the real data in Section 5 provide evidence that the
biases caused by the informative prior are within a tolerable range.

Our method also has limitations. For example, we have only dealt with binary outcomes,
binary covariates (it could be generalized to discrete covariates), discrete treatment levels and a
treatment effect model in which the treatment does not affect the outcome in a cumulative way.
Other settings that are of great practical interest and will be future research directions would
involve continuous covariates, continuous outcomes and different treatment effect models.

Our model also assumes that xerophthalmia is a coarsened observation of the unobserved
vitamin A deficiency levels. It is possible that the relationship between the surrogate and the un-
observed treatment level is more complicated than the indicator function we have considered. For
example, we can have P (A = 1|A∗) between 0 and 1, or the probability A = 1 also depending
on other covariates. One possibility of extending the model in this paper is to assume a paramet-
ric model for the relationship between the imperfect surrogate and the treatment. It would be of
future interest to consider such models.
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